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Vita

It is amazing to me how much progress can be made while picking daisies, and how
much direction can be found in going off all ways at once. I don’t know whether I was
going to grow up to be a doctor (I suppose that I have, but it’s not the way that I had
in mind) or a fireman (will an ambulance attendant do?) or a ballerina (oops—thud!).
I certainly never intended to become a nerd. On the up side, I never imagined just how

much fun being a nerd could be.

I was born on June 27, 1965, two weeks after I was expected. which is pretty
close to on time for me. My parents were both medical students at the time, and it is
presumably from them that I learned that hospitals are places where you eat dinner.

They tell me that I said the word “bird” at seven months, and I haven’t stopped talking
since.

If you overlook the periodic lectures to which I subjected my family, friends, and
anyone else who would listen, my teaching career began in 1976, when I assisted in
an after-school calligraphy course. I went on to teach Hebrew, biology, flute, more
calligraphy, mathematics, first aid and CPR, and finally computer science. In the

mean time, I outgrew high school and headed off to Harvard.

After discovering that Harvard would not allow me to design a Special Concentra-
tion in Life, I settled on Computer Science as the next best thing. Actually, it was
largely as a result of bad timing on my part that I choose the major, but it seems to
have worked out all right. Along the way, I joined every extracurricular activity on
campus (for at least a week) and spent most of my senior year commuting to New
Haven. At the end of four years, I had my degree (which says Computer Science but
is mostly in everything but), an engagement ring, and a one-way ticket to Providence,

RI.

Brown has been a wonderfully supportive environment for me. I stumbled into my

vii



viii

first research project, and wound up with a published paper. Although I had to curtail
my extracurricular activities somewhat, I still managed to earn my EMT-I/D, learn to
play squash, and bake several K of cookies. After four very full years, it appears that
it is once again time to move on.

1990 has been a busy year for me. About the only thing I didn’t do was get married,
and that’s because I'm already married to the most wonderful husband I can imagine.
He encouraged, prodded, nurtured, cooked, cheered, consoled, babysat, coached, and
generally supported us through the various challenges that this year posed. None of
us—me, our daughter, or this thesis—would be here without him. I'd dedicate it all
to him if I could; since people don’t come with dedications, he’ll have to settle for the
thesis.

Whatever it was that I set out to do, you can be sure that I did not intend to take
the most direct route. There have always been so many interesting things to stop and
see, and I usually find myself involved with six or eight of them at once. Somehow,
though, the wandering path turned out to be a shortcut, and while I imagined that I

was simply having a good time, it seems that I've come a fair distance along the road.



Abstract

We address problems of conflicting evidence—ambiguity—in nonmonotonic reasoning.
In particular, we provide a unified framework for studying such ambiguity and for
identifying principles that may aid in resolving it. This framework clarifies the issues
that underlie particular ambiguity problems. It unifies existing approaches by pro-
viding a common description language. And it suggests new solutions by shifting the
focus to underlying principles, rather than particular procedures. We analyze three
specific examples of ambiguity—in inheritance, temporal reasoning, and counterfac-
tual reasoning—in terms of this unified framework, and provide systems for reasoning
about these ambiguities based on the principles of specificity, causation, and similarity

of worlds.



Preface

My great-great-grandadvisor divided research into two categories. The first, and by
far the more common, is research that builds, either by founding new disciplines or
approaches, or by adding new results to existing foundations. The second is research
that razes the structures, forcing us to begin again from new foundations.

I believe that the primary contribution of this dissertation falls into neither of these
categories. While some of the research presented here is constructive, and other results
may be seen as destructive, I hope that its most significant contribution concerns the
manner in which our research should proceed. That is, it makes specific methodological
claims with respect to research in Al, and in nonmonotonic reasoning in particular. In
this sense, my dissertation neither builds structures, nor tears them down; instead, it

should serve as architectural advice for the future.
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Chapter 1

Introduction

The goal of artificial intelligence is to understand and create intelligent behavior. Of all
of the components of intelligence, perhaps the most elusive is “commonsense” reasoning.
The difficulties in capturing and recreating the informal processes by which we reach
everyday conclusions are all the more frustrating because this is precisely the sort of

thing that humans seem to do most easily.

Previous attempts to formalize commonsense reasoning have focused more on cre-
ation, and less on understanding. That is, they have concentrated on the extent to
which a particular formalism matches reality, rather than on the nature of reality it-
self. In contrast, this dissertation addresses the problem of formalizing the principles

that underlie commonsense reasoning,.

In this task, the primary difficulty stems from the nonmonotonic nature of com-
monsense reasoning. Nonmonotonic reasoning is reasoning from true premises to likely
conclusions. Unlike monotonic deductive reasoning, nonmonotonic reasoning typically
allows situations in which both a statement and its negation attain some degree of
plausibility. Such situations are called ambiguous, and deciding what to do in these

situations is the ambiguity problem in nonmonotonic reasoning.

The central idea of this dissertation is that ambiguity—the presence of mutually
conflicting possibilities—defines a space of possible interpretations. By making use of
additional knowledge concerning the form of reasoning in which we are engaged, we
are able to identify ambiguity-resolving preferences over this space. For example, in
the natural language problem of word-sense ambiguity, the space might be the various

lexicographic interpretations for a word, while a naive preference might be provided by



2 .CHAPTER 1. INTRODUCTION

frequency statistics over those word-senses.

The power of this framework is in clarifying the issues that underlie ambiguity
problems. This modularization often helps us to understand the nature of a particular
ambiguity problem. The space of possible interpretations provides a base language
common to various solutions. Each solution merely prefers a different subset of these
interpretations. In word-sense disambiguation, frequency statistics provide one pref-
erence over word-senses, while syntactic analysis yields another. Each solution is de-
scribed in terms of the same space of possibilities, varying only in the particular choice
of preferences. We can thus exploit this framework to make direct comparisons over
their underlying principles, instead of falling back on the more typical ad hoc compar-
ison of specific results. Further, this analysis of principle, rather than resuit, clarifies
the underlying issues and aids in the discovery of more appropriate disambiguating
preferences. In this way, the framework provides a unifying and fertile approach to
various ambiguity problems.

Much of this dissertation is devoted to this analysis and comparison of approaches
to specific ambiguity problems. Although the framework for ambiguity is applicable
at all levels, from the general nonmonotonic reasoning ambiguity problem to such spe-
cific ambiguities as word-sense or heuristic control, it is a second hypothesis of this
dissertation that ambiguity is best addressed at the level of form of reasoning. At its
most general, nonmonotonic reasoning does not provide enough information for the
definition of sensible resolution strategies; at its most specific, domain-level reasoning
provides resolution criteria that are too limited to be of general use. Instead, this
strategy suggests that we focus on types of reasoning that define inherent preferences,
or ambiguity-resolving criteria. In this dissertation, we address the ambiguity prob-
lems particular to three such forms of reasoning: inheritance, causal reasoning, and
counterfactual reasoning. In each case, we use the modular approach to ambiguity to
define, analyze, and solve the corresponding ambiguity problem.

In this dissertation, we discuss three specific forms of reasoning and identify such
underlying principles for each. In chapter 3, we describe the problem of inheritance
reasoning and examine the use of specificity to solve problems of taxonomic ambiguity.
In chapter 4, we treat the problem of temporal reasoning, and show that causation
plays a similar role in the disambiguation of temporal scenarios. Finally, we discuss

counterfactual reasoning, and the role of similarity in determining what might have

been, in chapter 5.
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Figure 1.1: Preferences—such as specificity—resolve ambiguity.

While formal definitions of these problems will be deferred until later sections, a
few brief illustrations may be useful here. In tazonomic reasoning—or inheritance—
we consider statements of the form “a’s are b’s” and “a’s are not b’s,” where “are” is
taken to be defeasible: “typically are,” “are usually,” etc. For example, we may be told
that Tweety is a penguin, that penguins are birds, that birds fly, and that penguins
do not fly. We represent this pictorially in figure 1.1. The seeming conflict here—
Tweety transitively both flies, and doesn’t ly—defines a space of credulous eztensions,
or possible world-states; some in which Tweety flies, and others in which Tweety does
not. However, specificity—the principle that more specific information is generally
more reliable—provides a preference over these possible world-states: since information
about penguins is more specific (relative to Tweety) than information about birds, we
prefer the world-state in which Tweety flies (in the absence of further information).
In other cases there may not be enough information in the hierarchy to disambiguate.

Here, we must fall back on more sophisticated types of reasoning.

A similar structure applies in the case of temporal reasoning. “Scenarios” define a
space of possible sequences of situations. If, for example, I bake cookies, put them in
the cookie jar, and return ten minutes later, two types of sequences of situations suggest
themselves: those in which the cookies are still in the jar, and those in which a rascally
ten-year-old (or the moral equivalent) has removed them in my absence. If we believe
that there are no rascally ten-year-olds in the vicinity—e.g., if I am alone in the house—

causation—namely the lack of any known cause for the cookies to disappear—suggests
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that we prefer those sequenc:es in which the sookies don’t vanish into thin air. If, on
the other hand, we are uncertain as to whether there are rascally ten-year-olds present,
we may infer that there is at least potentially a cause for the cookies’ disappearance,
and so prefer different sequences of situations (or remain uncommitted).

Finally, we consider counterfactual reasoning. This form of reasoning has tradi-
tionally been analyzed in terms of possible world semantics (see, e.g., Lewis [48] or
Stalnaker [95]): the counterfactual antecedent “If it were raining...” defines a space
of sets of possible worlds. In the nearest to our own, for example, the sidewalks are
wet—for, if it were raining, surely the sidewalks would then be wet. In some of these,
there is thunder, while in others there is not, so that if it were raining, there might
or might not be thunder. In none of these nearby worlds is it raining and 1906—it is
1990 now, and if it were raining, it would still be 1990. Of course, it is possible that
if it were raining, it would be raining because it was 1906 rather than today, sunny
1990. Or, it might be that the process that caused it to rain today somehow involved
covering all of the sidewalks with plastic, so that the sidewalks might not get wet. But
these worlds—in which it is raining and 1906, or raining on dry sidewalks—are very
far away indeed. We prefer counterfactuals that hold in worlds relatively more similar

to our own.

In all of these chapters, the underlying framework remains the same:

1. Ambiguity defines a space of possible worlds, or world-states.

2. Using knowledge about the form of reasoning, and in particular the actual axiomatization—
our ezplicit knowledge—we can define a preference among these possible states,

and resolve at least some of these ambiguities.

By examining particular forms of reasoning in this framework, the underlying issues
become clear. In each of the chapters of this thesis, we use the insights gained through

this analysis to identify more appropriate ambiguity-resolving preferences.

A Note on the Use of Logic

We have chosen logic as a representation language because—used properly—it is an
elegant, clear, and well-understood medium in which to base these explorations. Others
have argued this point more eloquently than we can hope to; the reader is referred to

Hayes [35], McDermott [65], and Moore [72], among others.



But this work has no particular commitment to logic as the representation, or
even necessarily as a representation, for what really goes on. Instead, this work is
concerned with identifying principles that underlie our reasoning process. In chapter 5,
in particular, our result is more algorithmic than logical. But logic or no, commonsense
reasoning s nonmonotonic: more information sometimes means fewer conclusions. The
framework for ambiguity described here applies equally well if the space of possibilities
is activation patterns, or holographic images, or what-have-you. Some disambiguating

preference is required, and identifying these principles is a critical part of understanding

commonsense reasoning.

Metathesis: A Reader’s Guide

This dissertation is divided into two parts. The first—largely, chapter 2—describes an
approach to solving a major problem in the formalization of commonsense reasoning:
ambiguity. By analyzing particular problems in terms of the proposed framework, we
claim that the underlying issues are brought more clearly into focus. Thus, rather than
patching existing solutions, or proposing programs that “seem to have” the “right”
behaviour, we should be able to identify the appropriate principles on which our for-
mal understanding—and our implementations—should rest. The framework provides
a common language for analysis and comparison of existing approaches. It is also a
tool for disecting particular problems, and for shifting attention to the central patterns
that underlie commonsense reasoning. The main contribution of this section is not
in building a better mousetrap—solving some particular problem—but in outlining an
approach to trapping beasts of all kinds.

In the second part of this dissertation—chapters 3, 4, and 5—we present three
specific applications of this framework for ambiguity. Each of these chapters may be
considered on its own as research in its particular subfield. For those whose interests are
the problems of inheritance, temporal reasoning, and counterfactual reasoning, these
chapters should stand independently of the larger claims in chapter 2, although their
results follow from the utility of the framework presented there.

For those who are not interested in catching these particular mice, the precise details
of these chapters may have less interest. From the standpoint of the more general
problem of formalizing commonsense reasoning, these chapters are mousetraps, new

and improved though they may be. But as illustration the more general claims of the
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dissertztica, and as evidence of the utility of that framework, the later chapters should

be of interest to any who wish to trap the larger mouse of commonsense reasoning.



Chapter 2
Nonmonotonic Reasoning

In this chapter, we describe the problem of ambiguity in nonmonotonic reasoning. We
claim that ambiguity, while anathema to monotonic forms of reasoning, is a necessary
consequence of nonmonotonic reasoning. We discuss several approaches, and levels of
approach, to the problem of ambiguity, and claim that at least one important level is
that of “form of reasoning,” or general domain. Finally, we describe our framework
for ambiguity: ambiguity defines a space of possible interpretations, and information

particular to the form of reasoning provides disambiguating preferences over this space.

2.1 Monotonicity, Nonmonotonicity, and Ambiguity

Classical logic is monotonic. That is, additional information may allow the derivation of
additional conclusions, but new information can never undermine previous inferences.
For example, if we know that Socrates is a man, and that all men are mortal, no new
information can refute our conclusion that Socrates is mortal: immortal men are simply
ruled out of existence.

Commonsense reasoning does not work this way. In practice, every “rule” has an
exception, every definition a violating case. In order to formalize patterns of common-
sense reasoning, then, we cannot use classical logics. Instead, we turn to nonmonotonic
logics.

Nonmonotonicity means, simply put, that additional information may prevent oth-
erwise legitimate conclusions. This “additional” information is often regarded as later:
on discovering new information, a prior conclusion must be retracted. For example,

we may believe—based on its past performance—that a particular train will arrive on

non-
mono-

tonic
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time; however, on learning that it left an earlier stop three houys late, we might revise
this conclusion. This type of “belief revision” is typical of commonsense reasoning.

ambiguity Ambiguity is the problem of conflicting conclusions. For example, we may have
reason to believe that we have passed a particular test (we studied hard, answered all
of the questions, etc.), and also reason to believe that we did not (the professor is a
difficult grader and not prone to giving partial credit, etc.). Until we receive the results,
our thoughts on this matter are ambiguous.

When we are reasoning deductively—i.e., drawing only logically valid inferences—
this ambiguity problem simply does not arise. Such reasoning is formally truth-preserving:
the presence of conflicting conclusions—contradiction—necessarily indicates an incon-
sistency in the underlying assumptions. That is, conflicts can only arise in the case of
improper initial information. As long as this initial information is consistent—even if
it is incomplete—deductive reasoning is guaranteed to preserve this consistency. As a
result, there can be no real “ambiguity problem” in monotonic reasoning.

In contrast, nonmonotonic reasoning explicitly allows the derivation of possibly-
faulty—but tentatively reasonable—-conclusions from the given information. This
means that nonmonotonic logics draw inferences based on evidence,! rather than on
deductively valid inference. While in a monotonic logic, ambiguity cannot arise, in a
nonmonotonic logic there is in general no way to rule out the possibility of sufficient
evidence to warrant each of two conflicting conclusions. Thus, ambiguity is a neces-

sary part of defeasible reasoning systems, and its resolution is a central question in

nonmonotonic logics today.

We mentioned above that nonmonotonicity is often viewed as a temporal phe-
nomenon: the “additional” information that overturns a conclusion is viewed as “new,”
or “later.” However, this temporal aspect is an artifact of the reasoning process, and
not of the nonmonotonic nature of that process, per se. For example, deletion of an
assumption—resulting in previously underivable conclusions—-is an example of non-
monotonicity where the additional information—the deleted assumption—is earlier.
Similarly, two reasoners with different sets of knowledge—one knows something that
the other does not, and the first is therefore unable to draw a conclusion reached by

the second—is an atemporal example of nonmonotonicity at work.

L Or likelihood, or probability, or defaults, or.... That is, we are not committing to a particular brand

of nonmonotonic logic. We are merely pointing out that nonmonotonic conclusions are not founded on
logical principles in the classical sense.
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When nonmonotonicity arises over time—new information causes a conclusion to
be lost—the problem of conflicting information is referred to as the belief revision
problem. That is, if the new information is consistent with the old knowledge base, no
difficulties arise. The new information is simply added to the knowledge base, and any
further conclusions that can be inferred are. However, when the new information—or
its consequences—conflict with the conclusions sanctioned by the original knowledge
base, some accommodation must be made. This is the problem of belief revision. Belief

revision may be thought of simply as an incremental version of the ambiguity problem.

2.2 Forms of Reasoning

Within nonmonotonic reasoning, we can approach ambiguity at many different levels.
The most general is at the level of the definition of nonmonotonic reasoning. Our
efforts at this level are severely limited. A priori, we cannot distinguish which of two
conflicting conclusions is to be preferred. Two strategies at this level are skepticism
and credulity.? In skeptical reasoning, all of the conflicting inferences are rejected.
Because they reject any potentially ambiguous conclusions, skeptical reasoners always
arrive at unambiguous conclusion-sets; however they discard potentially correct—and
already-derived—conclusions whenever there are possible counterarguments.

The dual of skepticism is credulity, which accepts one of the conflicting conclusions
arbitrarily. Since credulous reasoning picks among conflicting conclusions at random,
and at other times might pick some other alternatives, it necessarily permits incorrect
conclusions. When the complete set of credulous beliefs are considered, the result is the
space of possible options, or resolutions of ambiguity. At its best, credulous reasoning
may allow contingent conclusions: if such-and-such is the case, so-and-so will follow.
Particularly in this light, credulous reasoning can be a useful strategy.

But both skepticism and credulity resolve ambiguity by ignoring it, rather than
by preferring alternatives. At the level of general nonmonotonic logics—or at a lower
level, when our disambiguating preferences have resolved as much as they can—this is
probably the best that we can do.

At the other extreme, we do not want to resolve all ambiguities by using very low-
level, domain-specific reasoning. Pushed to its limit, domain-specific reasoning amounts

to exact and complete knowledge—omniscience—and this is certainly neither realistic

?McDermott [67] originally called these kinds of reasoning cautious and brave, respectively.

belief

revision

skeptical

credulous

contingent
conclu-

sions
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nor desirable. In its less extreme forms, domain-specific reasoning is often useful, if not
necessary. Indeed, many of AI’s successes involve domain-specific reasoning. But in all
cases, the nature of domain-specific reasoning is that it does not generalize—this is why
it is domain-specific. And so, if we are to build a reasoner capable of functioning in a
wide range of domains, we must extract as much as possible from higher level reasoning
before resorting to low-level domain-specific reasoning. Further, principles identified at
a higher level will still be useful for even very specific domain-level reasoning.
Instead, we claim that a certain amount of what appears as ambiguity to a gen-
eral nonmonotonic logic can be disambiguated using information about the form of
reasoning in which we are engaging.® For example, sequences of events may often be
disambiguated by examining the laws of causation, whether we are doing medical diag-
nosis or robot navigation. That is, causation is a general principle underlying temporal
reasoning, independent of the domain in which we are reasoning. Yet, as Hanks and
McDermott demonstrate in [32], general-purpose nonmonotonic logics—which lack a

notion of causation—cannot disambiguate many temporal scenarios.

2.3 A Framework for Ambiguity

The central idea behind this dissertation is simple, but powerful. Ambiguity defines a
space of possible interpretations. Forms of reasoning contain implicit disambiguating
preferences. These preferences make use of explicit information—the structure of what

we are told—to select among the possible interpretations.

1. Ambiguity defines a space of possible interpretations.

Ambiguity arises when two interpretations, or conclusions, are possible. Because
it depends on the interpreted language, ambiguity is a property of language together
with an interpretation function. In logic, this generally means a syntax together with
some semantic interpretation function. It is possible, however, that the interpretation

function may map from syntax to syntax,*

*Mark Boddy [personal communication] has pointed out that what I refer to here as a form of
reasoning may be simply a very high-level domain. This distinction is, in fact, immaterial; what
is relevant is that these forms, or domains, are fairly high-level and thus widely applicable. The
framework for resolving ambiguity presented in this thesis is applicable to many levels of reasoning—
including, perhaps, very low-level domain-specific reasoning—but seems most useful for identifying
general principles of the sort discussed below.

*An example of this is the ‘proof theory’ of Reiter’s Default Logic [86], which interprets axiomati-
zations in terms of sets of formulae.
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Given some language and some interpretation function, ambiguity arises when a
single statement (or set of statements) of the language has multiple, mutually inconsis-
tent, interpretations. Consider the following (toy) example: You go to return a book
that you have borrowed. The book’s owner says, “Oh, just add it to that pile over
there,” and waves his hand at a stack of books. Strictly speaking, this request is am-
biguous: there are many places in the pile where you could put the book. Each of these
positions consitutes an unambiguous “interpretation,” and the set of possible positions
is the space of possibilities that this ambiguity defines.

2. Forms of Reasoning contain implicit disambiguating preferences.

Although the book-stack example is not really a “form” of reasoning, the domain
of piling books does provide a natural disambiguating preference. Although there are
many possible places within the pile where you could add the book, we prefer the
interpretation that you have been asked to place the book on top of the pile. This
is not simply a labor-saving expedient on your part; if you added the book to the
middle of the stack, its owner would be justifiably puzzled by your action. Although,
strictly speaking, his request is ambiguous, the form of reasoning provides an implicit
disambiguating preference.

3. These preferences make use of ezplicit information to select among the possible
interpretations.

The preference in this toy example is straightforward: when adding an item to a
generic pile, opt for the top position. But this preference is based on what was said—or,
in this case, on what was not said. For example, it might have been the case that the
stack of books was ordered. However, its owner’s request did not indicate this; so even
if the stack were alphabetized, you would have been justified in placing the book on
top. In contrast, consider the situation if your friend had said, “Oh, just add it to the
alphabetized pile over there.” The fact that your friend made mention of the ordering
indicates that you are to respect it. The book-stacking domain preference now takes

this explicit information into account.

In general, we suggest that commonsense reasoners prefer interpretations in which
certain kinds of ambiguities are resolved in a particular way. In order to make this

principle concrete—for a particular form of reasoning—we must

1. Define “interpretation.” An interpretation will correspond to an unambiguous

world-model.
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2. Describe the implicit p_feference. In particular, this will include the conditivas
under which the preference is applicable, and the interpretation which is to be
preferred. These conditions will generally involve explicit features of the repre-
sentation. For example, in the case of inheritance, the topology of a hierarchy

will be critical in its disambiguation.

This framework seems rather vague. In the next three chapters of this dissertation,

we shall follow the recipe of the preceding paragraph providing three concrete examples

of the framework in action.

2.4 Related Work

Nonmonotonic logics have their roots in the seminal works of McCarthy [62, 63], Mc-
Dermott and Doyle [66, 67], and Reiter [86]. These three formalisms suggested alterna-
tives to the deductive reasoning of classical logics. All are general nonmonotonic logics.
While Reiter’s Default Logic has remained largely constant over the intervening years
(the work of Lukaszewicz {58, 59] is perhaps the only major exception), McCarthy’s
circumscription has spawned innumerable variations and McDermott and Doyle’s logic
has largely been replaced in the public eye by its offspring, Moore’s autoepistemic
logic [73] and its variations.

This idea of preference-based semantics has been described elsewhere in the liter-
ature. Davis [13] provided the original minimal-model semantics for circumscription.
Bossu and Siegel [8] describe a general nonmonotonic logic based on a model-preference
relation. Etherington [19) and Shoham [93] use the idea of model-preference to provide
semantics for a variety of general nonmonotonic logics, including the major forms of
those mentioned above. They suggest that all nonmonotonic reasoning can be seen
as expressing preferences among the many possible models permitted by the known
(indefeasible) facts. Their approach to nonmonotonic reasoning underlies the work in
this dissertation.

Shoham also uses the model-preference framework to define the logic of chrono-
logical ignorance, a special-purpose nonmonotonic logic for temporal reasoning. The
details of this logic are left to chapter 4; however, it is mentioned here because it is
one of the most immediate predecessors to our current work. While the idea of non-
monotonic reasoning as preference-based has received much attention in the literature,

little effort has been made to examine the real meaning and implications of applying
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this idea to specific forms of reasoning aud types of ambiguity. In the current work, we
demonstrate the utility of this notion as a general framework for nonmonotonic rea-
soning, in identifying specific principles, and in developing logics for particular types
of reasoning.

Other work in Al has focused directly on principles of disambiguation. Much of
this type of research has dealt with particular principles, such as specificity in inheri-
tance; this work will be described in subsequent chapters. A few of these approaches
should be mentioned here. Pearl [82] and Geffner [21] consider nonmonotonic reason-
ing as a limited form of probabilistic reasoning. Delgrande [15] and Nute [81] suggest
that general nonmonotonic reasoning has much in common with conditional reasoning.
Loui [57], Pollack [83], and Poole [84] come perhaps the closest to our work, in that
they examine the particular form of argument used to establish a conclusion, and base

their preferences on the existence of certain forms of “defeaters” to these arguments.
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Chapter 3
Taxonomic Reasoning

Inheritance reasoning is ubiquitous. Hierarchies provide a concise encoding of much
of our commonsense knowledge. They appear in various guises in the literature of
artificial intelligence, but also throughout the various arts and sciences. Open nearly

any textbook, and some hierarchy is likely to appear.

Reasoning w::h inheritance hierarchies is of particular interest to the artificial intel-
ligence community because hierarchies are not only useful and native to human reason-
ing, but also simple and often tractable. The simplicity of the “inheritance problem”
makes it attractive as a topic that can be considered in its entirety; its tractability

makes it practical for the implementation of knowledge representation systems.

In this paper, we present several equivalent formulations of inheritance reasoning.
Each approach may be useful in a particular context; by demonstrating their equiv-
alence, we show that the most appropria.te definition may be chosen. Further, the
frameworks we describe apply not only to the inheritance scheme presented here, but
to general inheritance reasoning. In this way, the current work also serves as commen-

tary on and extensions to the existing inheritance literature.

We begin, in section 3.1, by providing an intuitive description of what we intend
by inheritance reasoning. We view inheritance hierarchies as representing primitive
assertions in the knowledge base of some reasoning agent, and the inheritance problem
as that of determining the agent’s derived beliefs. The work in the remainder of this
chapter builds on this foundation.

In section 3.2, we give a formal, path-based definition of inheritance. An inheri-

tance theory combines rules concerning the transitivity of primitive assertions with an

15
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ambiguity-resolution criterion to be invoked when two paths conflict. We describe the
transitivity component by the notion of reachability; the resolution criterion is captured
by specificity. This framework makes rigorous such central concepts of inheritance the-
ory as admissibility and credulous extension.

In section 3.3, we describe a model-theoretic semantics for inheritance hierarchies.
A hierarchy defines a space of possible world-states, or unambiguous interpretations.
Specificity induces a preference relation over these world-states. In the resulting prefer-
ential semantics, each world-state has a classical model-theoretic interpretation, and the
interpretation of an inheritance hierarchy is the set of models of preferred world-states.
This approach follows directly from the general framework for ambiguity presented in
chapter 2.

Previous approaches to semantics for inheritance hierarchies have been transla-
tional, representing a hierarchy as axioms of some target logic. Transitivity and am-
biguity resolution are generally fixed as a property of either the translation process or
the target logic itself. The topology of the hierarchy—the explicit information that
forms a critical part of path-based approaches—is lost in this translation procedure.
In contrast, the approach that we present here uses the topology of the hierarchy, to-
gether with some specificity criterion, to resolve ambiguities and select the preferred
extensions. By varying the definition of specificity, we select different sets of preferred
extensions, providing model-theoretic semantics for diverse inheritance theories. We
present an alternate specificity criterion in section 3.7.

Section 3.4 describes a tractable algorithm for computing the inferences supported
by an inheritance hierarchy. This is the first tractable theory for credulous inheritance—
reasoning about what might be. Previous tractable inheritance theories have been
limited to skeptical reasoning—computing what must be.

In section 3.5, we present a reason maintenance update scheme for inheritance rea-
soners. This allows us to keep track of all of the possible (or preferred) interpretations
of an inheritance hierarchy simultaneously. In section 3.6, we use this construct to
demonstrate that several previous theories of “skeptical” inheritance do not compute
precisely the intersection of interpretations—the certain conclusions of an inheritance
hierarchy—and to prove that no purely path-based inheritance definition can compute
this intersection.

We conclpde, in section 3.7 and 3.8, with examinations of several previous theories

of inheritance. Section 3.7 replicates the work in the body of this chapter for off-path
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Figure 3.1: A simple inheritance hierarchy.

inheritance. In section 3.8, we make more general comparisons with existin inheritance

research and position our work in that larger context.

3.1 Hierarchies as Belief Spaces

In this section, we present an intuitive interpretation of inheritance hierarchies. In later
sections, we give formal definitions of these ideas; here, we hope to motivate that more
formal work by answering the question of “what we mean” when we draw an inheritance
hierarchy. Regrettably, most previous theories of inheritance omit such a statement of
intents, and the lack of such an intuitive semantics has been one of the criticisms levelled
against the entire inheritance endeavor (c.f. Woods [105], Brachman [11], Bacchus [6],
etc.).

Our interpretation of inheritance hierarchies is relatively simple. Each arc in an
inheritance hierarchy represents an atomic assertion in the knowledge base of some
reasoning agent-—what this agent “believes,” if you will.? Since this paper deals exclu-
sively with defeasible inheritance, it is possible that an arc in the hierarchy—an atomic
belief—is mistaken (e.g., lumberjacks might not, in fact, be Real™ men); however, in

this agent’s world-model, each of these atomic assertions holds.?

!We put the word “believes” in quotation marks to emphasize that we are not proposing that edges
of an inheritance hierarchy follow any realistic epistemic ontology; rather, we find the term belief, when
removed from that formal context, to be suggestive of the kind of tentative assertion about the world
we wish to describe.

*The exception to this is the case in which the knowledge base contains both the atomic assertion
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Figure 3.2: Is a platypus a mammal?

Reachability, or transitivity-by-default, poses a second constraint on world-models. _
This constraint arises when we try to apply an atomic assertion—Real™ men are .
hearty eaters—to some other class or individual—Iumberjacks, or Joe the Real™
man. The fact that Joe may be a picky eater does not defeat either the assertion that
Joe is a Real™ man, or the assertion that Real™ men are generally hearty eaters; it
merely makes Joe an atypical Real™ man. In the absence of conflicting information,
the world-model of our reasoner is constrained so that subclasses and individuals are
typical of their superclasses.

Finally, we have the third kind of defeasibility in inheritance hierarchies: the defea-
sibility of ambiguous conclusions. Unlike the defeasibility of atomic assertions or that
of derived (but uncontested) conclusions, ambiguity’s defeasibility arises when there
are two explicit and conflicting arguments. In figure 3.2, the derived conclusion that
platypuses are mammals is directly opposed by the (equally legitimate) conclusion that
platypuses are not mammals. In this case, even the reasoning agent is assumed to be
aware of the defeasibility. Indeed, we interpret such a hierarchy as asserting that the
world must be in such a state that either platypuses are mammals, or they are not;
but this reasoner does not know which. That is, the atomic assertions hold; and the
assertions in some (maximal) subset of their transitive closures hold; but there may be

several such subsets, corresponding to several possible states of the world.

that a (defeasibly) is an z, and the atomic assertion that a (defeasibly) is not an z. Here, there are (at
least) two possibilities: the reasoner’s beliefs may be ambiguous; or they may be (locally) inconsistent.
We opt for the ambiguity interpretation (see below).
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blue wale

Figure 3.3: A blue whale is an aquatic creature.

The situation here is not as hopeless as it may sound. First, the reasoner may
prefer one of these possible world-states. For example, in figure 3.3, there are derived
paths asserting that blue whales are aquatic creatures (by virtue of their being whales,
which are explicitly aquatic) and that blue whales are not aquatic (by virtue of their
being mammals). If we were reasoning about whales, this conflict would be easily
resolved: the assertion that whales are aquatic is explicit, and therefore blocks the
derived assertion (through mammals) that whales are not aquatic. In the case of
blue whales, we can resolve this ambiguity by resorting to arguments about specificity.
Because blue whales are mammals only by virtue of being whales, information about
whales is more specific to blue whales than information about mammals, and the
reasoner prefers-to believe that the actual world-state is one in which blue whales are

aquatic. We discuss the notion of specificity, and the selection of preferred world-states,
in greater detail below.

Second, even in truly ambiguous cases—such as I';—the inheritance hierarchy may
contain contingent information. In this case, the reasoner cannot determine whether the
actual world corresponds to the possible world-state in which platypuses are mammalis,
or that in which they are not. However, the reasoner can assert that if the actual world-
state is such that platypuses are mammals, then it follows that platypuses produce

milk. In this fashion, the hierarchy supports conclusions relative to a particular possible
world-state. '
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3.2 A Path-Based Definition

In this section, we present a formal, path-based definition of inheritance hiera.rchies..
The approach described here is similar to that of Touretzky [100, 101}, save that it is
upwards reasoning. Upwards inheritance reasons about the properties of some partic-
ular object, rather than about the set of ob jects possessing some particular property.
Some ramifications of upwards vs. downwards inheritance are discussed by Touretzky,
et al. [102]; the computational advantages of upwards inheritance are described by
Levesque and Selman {91].

The approach that we describe in this section is also credulous: it allows a con-
clusion whenever that conclusion is consistent with some (preferred) interpretation of
the hierarchy; or, whenever it is a plausible conclusion of the reasoner’s explicit beliefs.
Thus, in a hierarchy like I';, we expect to draw both the conclusion that a platy-
pus is-a mammal, and that a platypus is-not-a mammal. In section 3.5, we discuss the
problem of contingent reasoning—determining the assumptions that underlie credulous
conclusions. For example, we conclude that a platypus is-a milk-producer whenever we
assume that it is-a mammal. In section 3.6, we discuss skeptical reasoning, in which

only the certain—uncontested—conclusions of the hierarchy are considered.

3.2.1 The Framework

An inheritance hierarchy T = (Vp, Er) is a directed acyclic graph with positive and
negative edges, intended to denote “is-a” and “is-not-a” respectively. We write a posi-
tive edge from a to z as @z, and a negative edge a - ~z. We call a sequence of positive
edges a- 81+ -55-z (n > 0),3 a positive path, ﬁ.nd a sequence of positive edges followed
by a single negative edge a3, - - - 3, - ~z (n > 0) a negative path.

A path, or argument, a- sy : -+ s, - (—)z supports the inference “a is (not) an z.” We
use the notation a—z (respectively , a/4z) to stand for this inference, or conclusion,
independently of the path through which it is derived. One inference—e.g., a—z—may
have many supporting arguments—a -8y ---so+ 2, a-T - 2, etc.

Given an inheritance hierarchy I' = (Vp, Er) with nodes a,z € Vr, we say that z
is reachable from a (alternately, a-reachable) if there is some path a- 8y -8, (-)2

in Er. If the final edge is positive—s,, - z—we say that z is positively reachable from

3The notation a- s, - 83 abbreviates the set of edges {a - 8;,41 - 82}; 81 -+ 2n abbreviates {9 -02,02-
83, dn-1 8}
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Figure 3.4: A hierarchy is ambiguous with respect to a focus node.

a; similarly, s, - -~z and negatively a-reachable. By extension, we say that an edge
s - (=)z is reachable from a if s is positively a-reachable, and a path s; - - - s, - (0)z is
reachable from a if every edge on that path is a-reachable. We say that a hierarchy I’
is a-connected if every node in Vr and every edge in Er is reachable from a. When
reasoning about an inheritance hierarchy with respect to a particular node, we call that
node the focus node.

Ambiguity arises when two paths conflict. Formally, an inheritance hierarchy T’
is ambiguous with respect to a node a if there is some node z € Vr such that both
a-31---8S,-zand a-t; ---t, -z are in Er. In this case, we say that the ambiguity
is at z. Ambiguity is always relative to a focus node: for example, I'y is unambiguous
with respect to a, but ambiguous with respect to 4 (at e).

An inheritance hierarchy T' supports a path a- sy -+ - sp - (0)z, written I'D>a - s; -

-+ 8 - (7)z, if the corresponding sequence of edges a- sy -« - 8p - (—)z is in Er and it

1s admissible according to specificity. We discuss admissibility in the next section. I"

supports an inference a—¢ (respectively , a4z) if it supports some corresponding path.

For simplicity, we also allow the degenerate path a, with the corresponding inference

a—a.

3.2.2 Specificity

A specificity criterion, or preemption strategy, makes admissibility choices among cer-

tain competing paths. The idea of a specificity criterion dates from Touretzky [100,
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101]. Since then, many definitions of specificity have appeared in the literature, but ail
operate on the same underlying principle: more specific information is more directly
relevant. For example, in figure 3.3, information about whales is more specific to blue
whales than information about mammals, so we can infer that blue whales are aquatic.

The framework that we have presented so far is compatible with many of the existing
definitions of specificity. In this section, we present an original definition that closely
resembles Touretzky’s original notion of specificity [100, 101], but which is computable
in polynomial time (see section 3.4). In section 3.7, we describe an alternate definition
of specificity—one resembling that of Sandewall [90] and Horty, et al. [38]—and show
how to integrate that definition into this framework.

An edge v-(—)z is admissible in T’ with respect to a if there is some path a-sy:--s,-v,
(n >0),in Er, and

1. None of the edges of a - s - - - sp - v is redundant in I' with respect to a,
2. Each of the edges of a - s; « - - s - v is admissible in I' with respect to a, and
3. No intermediate node a, 1, ...5, is a preemptor of v - (-)z with respect to a.

Intuitively, an edge is admissible if there is some non-preempted, non-redundant, ad-
missible path leads to it.

A node s is a preemptor of v - z (respectively , v - —z) with respect to a if s- -z
(respectively , s-x) is admissible in T' with respect to a. For example, the positive edge
from whale to mammal preempts the negative edge from mammal to aquatic, with
respect to both whale and blue whale.

The difficulties caused by redundant links were noted by Touretzky [100, 101]:
Consider I'; augmented by an additional edge from blue whale to mammal. This edge
would be redundant: blue whales are typically mammals even without the explicit
assertion. However, if the edge from blue whale to mammal were not excluded, there
would be an admissible path blue whale- mammal-—aquatic creature—no intermediate
node is a preemptor of mammal - aquatic creature. Clearly, this is not the intended
meaning here (or, indeed, in any network of this form, since the “whale” node is always
more specific than the “mammal” node (with respect to “blue whales”)).

An edge b-w is redundant in T' with respect to focus node a if there is some positive
pathb-¢y - -ty - w € Ep, n 2 0, for which

1. Each of the edges of b-¢; - - - t,, is admissible in T' with respect to «,
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2. There are no ¢ and 7 such that ¢ - -t; is admissible in T' with respect to a; there

is no ¢ such that ¢ - »w is admissible in I' with respect to a.

A path is admissible in T' with respect to a if every edge in that path is admissible.
For example, the path-based definition of supports yields the following conclusions
on the hierarchy I'; in figure 3.2:

r latypus— platypus
2 b platypus—platyp . T'; b furry animal—furry animal
I'; p platypus—furry animal .
I'; b furry animal-mammal
T; b platypus—egg-layer . .
I'; b furry animal—milk-producer
xI'3 P platypus—mammal
x 'y latypusAmammal
b platypuss: ] I'; b mammal-+mammal
Ts P platypus—milk-producer

I'y P mammal-milk-producer

'y P egg-layer—egg-layer

r ilk-producer—milk-prod
Iy b egg-layerprmammal 2 P milk-producer—milk-producer

In this case, specificity cannot resolve the ambiguity with respect to platypus at mam-
mal, and I'; supports both of the x’d assertions: that platypuses are mammals, and
that they are not mammals. In such a case—when a hierarchy supports conflicting

paths—we say that the hierarchy is truly ambiguous.
The conclusion-set of I'3 is

I's P blue whale—blue whale I's > whale—whale
T's [ blue whale—whale Ts P whale—wmammal
I's p blue whale—mammal I's | whale—aquatic creature
I's P blue whale—aquatic creature
I's P mammal-omammal
I's P aquatic creature—aquatic creature T's P mammalhaquatic creature

In this case, specificity resolves the ambiguities with respect to blue whale and whale
at aquatic creature. As a result,

I's ¢ blue whalefraquatic creature and T3 b whale/aquatic creature

The same set of conclusions would result if we added a redundant edge from blue whale

to mammal.

*Although the definitions of admissibility and redundancy are mutually dependent, they are not
circular. Because the hierarchy is acyclic, it can be ordered topologically, and the definition of an

admissible edge v-(—)z depends only on the redundancy of edges with endpoints strictly topologically
earlier than =z,

truly

ambiguous
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3.3 Model-theoretic Semantics

Previous theories of inheritance reasoning have fallen into two major approaches: trans-
lational and path-based. Translational theories include those of McCarthy [63]; Ether-
ington and Reiter [18, 19, 20]; Haugh [34); Przymusinska and Gelfond [23, 85]; Bac-
chus [6]; Boutilier [9]; and Krishnaprasad, Kifer, and Warren [46, 47]. These approaches
provide traditional model-theoretic semantics for a hierarchy by encoding the hierarchy
in some existing logic. While this results in a well-behaved semantics, the translation
process itself loses the path-based nature and topological relations of the original hier-
archy. It is our belief that the particular topology of an inheritance hierarchy is crucial
to its interpretation,® and translational approaches which confound explicit edges of
the hierarchy with derived conclusions cannot preserve this topology.

In contrast, path-based approaches—such as those of Touretzky, Horty, and Thoma-
son (38, 37, 98, 100, 101, 102]; Sandewall [90]; and Geffner and Verma [22]—preserve
precisely the fundamental nature of topology in inheritance; unfortunately, no previous
path-based approach has led to a model-theoretic characterization of the conclusions of
an inheritance hierarchy. Instead, path-based approaches provide “semantics” for a hi-
erarchy only in terms of the supported paths or inferences—a sort of “proof-theoretic”
approach to semantics.

Further, virtually every previous approach to inheritance semantics contains a fixed
ambiguity-resolving (preemption) strategy.® Although the selection of an appropriate
preemption strategy is still a subject for debate in the inheritance literature (see, e.g.,
Touretzky, et al.’s discussion of the “Clash of Intuitions” [102]), existing systems of
inheritance assume some single, fixed strategy. Because the preemption strategy is
embedded in the mechanics of the particular inheritance system, it is extraordinarily
difficult to compare their underlying preemption strategies. As a result, most so-
called “comparisons of inheritance theories” are in reality ad hoc comparisons of system
performances on selected examples.

This section describes an approach to inheritance which reduces hierarchies to their
credulous extensions—unambiguous possible interpretations. Since extensions are also
hierarchies, and since the reduction to a set of preferred extensions is purely path-

based, this approach takes seriously the primacy of topology in inheritance reasoning.

5For example, most definitions of preemption make the subtle distinction between redundant and
preempting paths based solely on fine topological distinctions.
®The exception to this is Haugh [34]; see the discussion of his work in section 3.8, below.
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However, these credulous extensions are unambiguous, and it is straightforward to
provide a model-theoretic semantics for any single credulous extension. The resulting
interpretation of an inheritance hierarchy is in terms of the models of its preferred
credulous extensions. Unlike translational approaches, we do not rely on a logic as
an intermediary; unlike past path-based approaches, we do obtain a model-theoretic
interpretation as an end result.

An additional advantage of treating ambiguity-resolution as the separate problem of
selecting preferred extensions is that the semantics for individual extensions described
bere can be used with a number of different selection strategies. This means we can
compare the ambiguity-resolving heuristics of various inheritance theories directly and

theoretically, rather than by resorting to ad hoc analysis of specific examples. We do
this in section 3.7, below.

3.3.1 Semantics for Credulous Extensions

We focus first on the problem of providing a model-theoretic semantics for a single, un-
ambiguous “credulous extension.” In general, we believe that a translational approach
to inheritance semantics is undesirable. Such an approach trades the topological in-
formation inherent in a hierarchy for the semantics of an existing logic. In particular,
translational approaches provide less-than-satisfactory means of dealing with ambigu-
ities. Often, they merely adopt the ambiguity-resolving strategy of the target logic,
which may not be appropriate for inheritance hierarchies. Where they do provide ad-
ditional, explicit ambiguity resolution, it is fixed as a part of the translation procedure.

The approach to semantics for credulous extensions we present here ts transla-
tional. However, it is not subject to these criticisms of translational approaches pre-
cisely because it provides translations only for credulous extensions—unambiguous
subhierarchies—and not for a hierarchy as a whole. Thus, it does not rely on the
translation procedure or the underlying logic for ambiguity-resolution strategies. All
ambiguity-resolution is done in selecting some preferred subset of the credulous exten-
sions; once the set of preferred credulous extensions—or possible interpretations—for a
hierarchy has been established, the semantics for any single extension are straightfor-
ward. In the next section, we discuss the problem of deriving the appropriate (preferred)

set of credulous extensions for a hierarchy.

A credulous extension corresponds to a possible ‘world-state’—one in the space of

credulous

eztension
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Figure 3.5: Some extensions and non-extensions of I';.
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‘world-states’ defined by taxonomic ambiguity. Formally, a credulous eztension of an
inheritance hierarchy I' with respect to a node a is a maximal unambiguous a-connected
subhierarchy of I' with respect to a: if XL is a credulous extension of I' with respect
to a, then for every edge v - (~)z € Er ~ Exr, adding v (=)z to XL would make XL
ambiguous or not a-connected. An example of several credulous extensions—and some
non-extensions—for the hierarchy of figure 3.2 is given in figure 3.5.

Because a credulous extension is unambiguous, every edge is admissible. Thus,
instead of XL > a—z—i.e., there is an admissible positive path from a to z—we need
merely check that there is some positive path from a to = (respectively , a4z and
negative path). We make use of this to provide a straightforward model-theoretic
semantics for a single extension:

For every vertex ¢ € Vxr, we create a unique propositional variable Z. )EE‘ is the

theory (in the propositional calculus) given by

a AE>7) A (E2~3)
z-yeEyr z-—yeEyr

Since XT is unambiguous, )F; is consistent and has a model.

In other words, we translate the edges of XL into material implications, allowing
inference chains exactly when there are paths in the credulous extension. It would
be nice if all of inheritance semantics were this easy. However, Thomason and Horty
demonstrate that the translation into propositional logic does not work even in the
simpler case of strict (non-defeasible) inheritance [98]. In the general defeasible case,
the propositional theory corresponding to an ambiguous inheritance hierarchy would
be inconsistent. The only reason that the propositional theory works here is that it
is the translation of a credulous extension: an unambiguous subhierarchy. Ambiguity
resolution must therefore be applied in selecting the credulous extensions that are the
preferred interpretations of the original hierarchy.

Once we have chosen the preferred extensions—as we discuss in the next section—
this translational semantics provides the desired result. The following theorem states
that support—the existence of an admissible path—is equivalent to derivability in
the propositional theory. Thus the path-based definition of support, for credulous

extensions, is sound and complete with respect to the model-theoretic semantics defined

TA, D, and ~ should be read as propositional conjunction, material implication, and negation,
respectively).

a
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here.

Theorem 3.1 Let ' be an inheritance hierarchy, with a,z € Vr. Let X be a credulous

extension of T' with respect to a, and let XL be the propositional theory corresponding

to XL. The following are equivalent:
1. XL b a—z (respectively , apz).
2. T is positively a-reachable in XL (respectively , negatively a-reachable).
3. }EY; F Z (respectively , ~%Z).
4. 5(?; = T (respectively , ~T).

The proofs of all theorems may be found in appendix A.

3.3.2 Selecting Preferred Extensions

Given a single credulous extension, we have seen how to derive a model-theoretic inter-
pretation of that extension. In fact, the semantics of the previous section would work
any time we began with an unambiguous inheritance hierarchy (which would have only
a single credulous extension with respect to any given focus node). But inheritance
hierarchies are generally ambiguous. As a result, I' may have several extensions with
respect to a given focus node, a. Some of these extensions may be more intuitive than
others. In this section, we describe a means of selecting the preferred (more intuitive)
extensions of I' with respect to a. The semantics of I' are then simply the sets of
interpretations for the preferred extensions of I' with respect to the nodes of Vr.

In inheritance hierarchies, specificity gives us a means of ruling out unintuitive
interpretations. Thus, we use the definition of admissibility according to specificity,
from section 3.2.2, above, to define the preference relation over credulous extensions.
We say that one extension is preferred to another if it is “more consistent” with the
constraints of specificity:

Let XL and YL be two credulous extensions of an inheritance hierarchy T' with

respect to focus node a. Then specificity prefers X% to YL (XY < YI) if there are
some nodes v and z such that

1. XL and YT agree on all edges whose endpoints topologically precede z in any
topological sort,
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Figure 3.6: Specificity prefers Xgl’ue whale 10 YEI‘M whale*

2. The edge v - ()= is inadmissible in T with respect to a.
3. 381, ...8n, Yo D@81 -+ 8p - (7)z, and
4, XLBa-sy+ -85 v (7)z

If a credulous extension is minimal under this preorder—i.e. no other extension is

preferred to it—we call it a preferred eztension of the hierarchy: preferred

eztension

Pref(T,a) = {XT | VYL, YT £ X[}

Figure 3.6 shows the two credulous extensions of the hierarchy in figure 3.3. Speci-
: T r
ﬁCIty prefers Xblaue whale to Yblaue whale*

1. X{;,’ue whale and Ygfue whale 38Tee up to aquatic creature

2. mammal - aquatic creature is inadmissible in T';3 with respect to blue whale
3. YE;M whale P> blue whale - whale - mammal - ~aquatic creature, and

4, Xf,‘,‘ue whale [P Plue whale - whale - mammal - ~aquatic creature.

Theorem 3.2 is a soundness and completeness theorem for the path-based definition
of section 3.2 with respect to the complete model-theoretic semantics defined here:
selecting preferred extensions and providing translational semantics for those preferred

extensions. In section 3.7, we demonstrate that other inheritance theories, with other
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definitions of specificity, can he described in these terms. This enables us to use the
definitions of this section and section 3.2 to give similar soundness and completeness

results for several existing inheritance theories.

Theorem 3.2 Let I' be an inheritance hierarchy, with a,z € Vr, and let Pref(T, a)be
the set of preferred extensions of T' with respect to a. Then T[> a—z iff there is some

preferred eztension XL € Pref(T,a) such that ﬁ = Z (respectively , ahz and ~Z).

The complete model-theoretic interpretation of I's in figure 3.2, is therefore the
set of models of preferred extensions. In this case, specificity cannot disambiguate the
hierarchy, and both extensions are preferred. The propositional theories with respect
to platypus are

pla’t}}us A pla’t_-y\pus ) furry?nima]) A (furry/a\nima.l D) ma;-n\mal)
A (ma?n\ma.l ) milk-;-rsd ucer) A pla/ty\pus ) eggj;yer)

entailing the conclusions

plaz;pus furry/a\nima.l mammal mﬂk—;r;ducer eggflzyer

and
platypus A (pla/ty\pus D furry animal) A (platypus D egg-layer)
A (eggflzyer D) ~ma’r-n\mal)
which entails

pla/ty\pus furty?nima.] ~mammal eggflzyer

The preferential semantics allows the conclusion that platypus is-a z if z is entailed by
the models of either of these theories, so playtpus is-a

platypus furry animal mammal milk-producer egg-layer

and platypus is-not-a mammal. The hierarchy is unambiguous with respect to its other

nodes. The conclusions with respect to furry animal are furry animal, mammal, and
Iz

milk-producer, since X2 ry animal 15

furry animal A (furry/a.\nima.l D maTn\maI) A (ma?n\ma.ID milk-;r\oducer)
r .
szammal 15
mammal A (mammalD milk-producer)

— s

. . _ . N Fz . . - Fz
which entails mammal and milk-producer, and X mmilk-producer 15 milk-producer. X cag-layer
is

eggflzyer A (eggflzyerj~ma’r-n\mal)
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entailing furry animal and ~mammal.

In contrast, specificity does provide a preference over the credulous extensions of
the hierarchy in figure 3.3 with respect to blue whale and whale. The interpretation
of I'; with respect to blue whale is therefore the interpretation of the single preferred
extension, Xg,‘ue whale) irom figure 3.6:

blue whale A (blue whale > whale) A (whale > mammal)

A (whale D aquatic creature)

This entails the conclusions (with respect to blue whale)

blue whale whale maminal aquatic??reature

Similarly, specificity prefers the extension with respect to whale in which whales are
aquatic, with the corresponding propositional theory

whale A (wﬁ]e)ma?mal) A (WEIeDaquatiﬁeature)

and the hierarchy entails the inferences that a whale is-a whale, mammal, and aquatic creature. -

The hierarchy is unambiguous with respect to mammals and aquatic creatures, so there
is only one credulous extension with respect to each of these:

mammal A (mammalD ~aquatic creature)
and a mammal is-a mammal, but is-not-a aquatic creature; and
aquatic creature

so an aquatic creature is-a aquatic creature.

3.4 Computing Specificity

The preference criterion approach to ambiguity resolution is satisfying from a semantic
perspective, but it does not tell us much about how to derive the preferred extensions
of a hierarchy. In this section, we give a polynomial-time algorithm for computing %I,
the specificity eztension of I' with respect to a. ZL is a subhierarchy of ' with the
inadmissible edges (with respect to a) removed. For example, the specificity extension
of the hierarchy in figure 3.3 with respect to blue whale is shown in figure 3.7. The

following algorithm always yields a unique specificity extension for a hierarchy with

respect to a focus node.

specificity

extension
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oQyanc
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Figure 3.7: Erl;}u e whale cOMPutes specificity on I's with respect to blue whale.

Compute—Specificity—Extension

Let I' be an inheritance hierarchy.

Sort the nodes of I' topologically
; EE will be the specificity

For each focus node a
EE =T ; eztension of I' with respect to
For each node = reachable from a in EE, in topological order

a.

; from a to ...
For each edge v - (-) z € Egr, in reverse topological order

; check if v . (—) z is admissible in T
2L — {g | q is a preemptor of v - (=) z in L}

Let [ =
If I'™ no longer contains a positive path from a to v

(through no redundant edges),
then remove the edge v - (-) z from X%
For each remaining positive edge p z
; check if p - 2 is redundant in I’
If EE contains a path p - q
such that there is no negative path through

qn z(n > 1)

admissible edges from a to any of g¢;, =, in EE

then mark the edge p - z as redundant
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Not all of the ambiguitie; in an inheritance hierarchy are susceptible to specificity.
For example, “diamond” ambiguities such as the “platypus diamond” of figure 3.2 can-
not be resolved using any preemption technique. For this reason, EI; may still contain
ambiguities, and may yield several credulous extensions with respect to a. However,
the ambiguities that can be resolved by specificity have been, and the credulous exten-
sions of X with respect to a are the interpretations of I' (with respect to a) that are
consistent with the specificity criterion. Theorem 3.3 says that any inference in I% or
its extensions is admissible. This means that computing admissible inferences in T}

simply requires verifying that there is some supporting path.

Theorem 3.3 Let T be an inheritance hierarchy, with a,z € Vr, and let XL be the

specificity ertension of I' with respect to a. Then the following are equivalent:

1. BT a—z (respectively , abz).
2. T is positively a-reachable in XL (respectively , negatively a-reachable).

I T
3. There is an eztension X0 of LT with respect to a, such that XZe P> a—z (respec-
tively , afoz).

The next theorem is essentially a proof of correctness for the Compute-Specificity-
Extension algorithm. It says that the inferences supported by the specificity extension
(with respect to a) are precisely the admissible inferences in I' with respect to a.
Since both Compute-Specificity-Extension and path-finding are polynomial, we can

use them to determine whether an inference is supported in an inheritance hierarchy

in polynomial time.

Theorem 3.4 Let T be an inheritance hierarchy, with a,z € Vr, and let XL be the
specificity extension of T' with respect to a. Then T > a—z iff z is positively a-reachable

in B (respectively , a4z and negatively a-reachable).

For example, Egl’ue whale 1188 Paths from blue whale to whale, mammal, and aquatic

creature. These are precisely the desired inferences with respect to blue whale.

3.5 Reason Maintenance and Inheritance

In this section, we define a reason maintenance system for inheritance hierarchies.

A reason maintenance system is a construct that keeps track of the assumptions or
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justifications supporting a particular conclusion; several systems of this type appear in
the literature {14, 16, 60, 61, 69].

In the case of inheritance hierarchies, the reason maintenance system keeps track
of the multiple credulous extensions of a hierarchy (with respect to each node), using
a set of propositional labels for the nodes of that hierarchy. This function mimics
the behavior of de Kleer’s assumption-based truth maintenance system (ATMS) [14];
when we introduced the labeling scheme in [96)], we called it the ATMS-labeling of the
hierarchy.

The reason maintenance labeling keeps track of all of the possible interpretations—
the credulous extensions—at once. We exploit this feature to draw contingent con-
clusions: that is, to determine what follows ¢f we make a certain assumption. For
example, in figure 3.2, we can conclude that if platypuses are mammals, then they
produce milk. In section 3.6, below, we use the labeling to examine the problem of

skeptical inheritance—computing what conclusions hold

3.5.1 The Labels

[z]E, For each pair of nodes, a and z, in Vr we define two labels: [z}, the conditions under
[z]% which a is an z, and [Z]5, the conditions under which @ is not an z. [ [% and [-]f may

be thought of as operators on nodes, returning boolean formulae. The positive label

for ¢ with respect to a is given by:

[ele=([Gosr(2)]5 A (~[Gregr(2)I0)) V ([Gosr(2)]% A [Gregr()]5 A E) (3.1)

(whenever z is not a leaf). The rules for generating this label mimic the construction
of paths by concatenating the edges of the hierarchy. We might reason about whether
a is an z, for some particular ¢ € Vr, as follows:

Let Gosp(z) be the “positive children” of z in I'—the nodes p; € Vr with positive
edges p-z € Er—and let Gregp(z) be the “negative children” of z in '—n € Vr |
n- -z € Er. Suppose that, for all p € Gosp(z), @ is not a p; ie., I'}b a—p. Then

I' j5 a—<, because there is no support for z. So
~Gosp(z)]le O ~E

Here, we have introduced a notational shorthand: [Gosp(2)]¥ really means (Vpecpon(z) [p15),

where an empty disjunction is to be read as 1.
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/,,\ma\mma.l [miraniad ] foriammid ]
6 eag-layer
CTiCL] i
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Figure 3.8: The labeling of I'; with respect to platypus.

On the other hand, if a might be a p, for some p € Gosp(z), and T [f a—n, for all
of z’s negative children n, then a might also be an z: z’s positive children provide it

with a supporting argument, and there are no explicit counterarguments. That yields
[Gosp (2)IZ A (~Gregr(2)];) D [=6

Finally, it could be that at least one of (osp(z) is true, but at least one of (regp(z)
is also true. In this case, ¢ is genuinely ambiguous: it has some support, but there is
also a counterargument. There is no constraint corresponding to this third condition:
if ¢ is ambiguous, its value is unconstrained. When this situation arises, ¢ becomes a
choice-point, and we introduce Z—the free variable corresponding to the node z—into
the labeling scheme.®

For example, the labeling of the “platypus diamond” of figure 3.2 with respect
to platypus is shown in figure 3.8. In this hierarchy, [[mammal]?}atyp us
Although this label says very little—platypuses are mammals in those extensions in
whj’cE they are mammals—the propagation of labels yields E[milk-producer]];} atypus =
mammal—platypuses are also milk-producers in precisely those extensions in which

they are mammals. This is exactly the sort of contingent reasoning that we would

= mammal.

expect our interpretation of inheritance hierarchies to capture.

The conjunction of these constraints gives us the biconditional 3.1. In addition,

®In fact, T is simply [[z]];. Although they are truth-functionally equivalent, we shall use |[z]]£ to

refer to the formula obtained by taking the label of z, and Z to be the truth-value of the statement “a
is an z.”
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we have [all = [T]—a is always an a—and Vz, if = # a is a leaf of the hierarchy,
[z]E = [L]—trivially, T }§ a—z.

There is a similar labeling scheme for [Z]%, the conditions under which T |> a/z:
1. [@} = [L]: ais never a non-a.

2. f z # ais aleaf of T, [Z]} = [L]: since z cannot be a-reachable, T[4 afz.

3. For a generic node, z,
[Z1e=((~[Gosr(2)17) A [Gegr (2)IF) V ([Gosrp(2)15 A [Gregr(2)]E A ~2)

Theorem 3.5 demonstrates that these labels keep track of all of the credulous ex-

tensions of a hierarchy at once. In the following sections, we present several useful

corollaries of this theorem.

Theorem 3.5 Let T be an inheritance hierarchy, with a,z € Vpr. Then there are
mappings between the set of credulous extensions of T' with respect to a, and the truth-
assignments to the labels of T' with respect to a, such that the truth-assignment assigns

[zIE = [T] iff the corresponding extension supports a—z (respectively, [Z] and aoz).

The mapping from extensions of ' with respect to a to truth-assignments assigns a
variable Z true iff a is-a z in the extension; the inverse mapping creates an extension
containing those edges s -t € Ep for which [s]E = [¢]} = [T], and s-—t € Er whenever
[sE = [T] and []5 = [L]. A proof of the legitimacy of these mappings, and of
theorem 3.5, may be found in appendix A.

3.5.2 Labels and Specificity

Theorem 3.5 demonstrates that the valuations of z’s labels with respect to a correspond

to the extensions in which a is-(not-)a z. It follows immediately that the labels are

computing reachability:

Corollary 3.5.1 Let T be an inheritance hierarchy, with a,z € Vp. Then [z]L is
satisfiable iff T is positively a-reachable in T'. (respectively , [T]E and negatively a-
reachable).
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Of course, reachability is not really what we are interested in. I' supports an
inference if its conclusion is reachable by an admissible path, not just any path. That
is, the labels are not taking into account specificity—the preemption of an argument by
a more specific counterargument. In this section we discuss the integration of specificity
with this labeling scheme.

There are two ways that we can take specificity into account. Perhaps the most
obvious is to integrate preemption into the labeling scheme itself, and to condition the
acceptance of a node on its non-preempted children. Unfortunately, even for a relatively
simple preemption scheme such as the one described in section 3.2.2, these labels are

quite complicated. For example, the “specificity label” for a—z is

V o (lEA~ A V B
p€Cposp(z) {kla-s¥---s%-p is admissible} {i|s*-~z€Ep}
A~V lia~ A V R
neCnegp(z) {k|a-8s%---s5-n is admissible} {i|s*-z€Ep}
V [~ A V G
V pECposp(z) {k|a-s*...s%.p is admissible} {i|s*.-~z€Ep}
AV [n]e A~ A V S| [ A(~E)
L n€Cnegyp(z) {kla-s®---s%-n is admissible} {i|s*-z€Ep} i

On each line, the left-hand portion—[p]L or [n]}—is simply the old term Gosr(z) or
(regr(z)—=z’s child—and the right-hand portion formalizes “and that child is not pre-
empted.” For more complex preemption schemes, such as that described in section 3.7,
the labels become still more complicated.

But we do not have to resort to embedding specificity in the labeling scheme.
The specificity extension of a hierarchy provides us with precisely the information we
need—a subhierarchy with the inadmissible edges removed—and simple reachability

in the specificity extension is equivalent to reachability by an admissible path in the
complete hierarchy:

Corollary 3.5.2 Let T' be an inheritance hierarchy, with a,z € Vr, and let IL be
r
the specificity extension of T with respect to a. Then ﬂz]]f“ is satisfiable iff T' > a—z
r
(respectively , [[E]lf“ and apc).
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Thus, instead of using the more complex “specificity labels” cz the full hierarchy,
we can compute the specificity extension of the hierarchy and use the simpler labels

defined in section 3.5.1, above.

3.5.3 Using the Labels

We can use this labeling in updating the hierarchy. Consider, for example, the hierarchy
of figure 3.2. If we later discover that platypuses are mammals, the labeling automat-
ically tells us that they are milk-producers as well (since [milk-producer]]gfatypm =
[ma?fmal], and now mammal = T. In fact, we can incorporate various types of ambi-
guity resolving information—f{rom domain-specific knowledge to updated beliefs—into
this labeling simply by adding further constraints.

The complexity of this extended labeling algorithm, including further constraints,
is unknown. Since it is a special case of boolean satisfiability, the problem may be
NP-hard. However, for the limited case of determining that a label is falsifiable—i.e.,
that there is some credulous extension in which the corresponding inference does not
hold—there is a polynomial algorithm. In the next section, we exploit corollary 3.5.3

to solve the problem of skeptical inheritance: computing what must be true.

Corollary 3.5.3 Let I' be an inheritance hierarchy, with a,z € Vr, and let EE be the
specificity eztension of T' with respect to a. Then [z]% is valid (tautological) iff a—z
holds in every credulous eztension of T', and [[z]]E“ is valid iff a—z holds in every

preferred credulous eztension of T' (respectively , [Z]L and negatively a-reachable).

3.6 Skeptical Inheritance

Up to this point, we have been discussing credulous inheritance—reasoning in which
a conclusion that holds in some plausible (preferred) extension is acceptable. In this
section, we discuss skeptical inheritance: computing those inferences that hold in all
plausible interpretations. These conclusions are the necessary consequences of the
hierarchy-what the reasoner must believe, no matter which possible world-state actu-
ally exists.

Formally, ideally skeptical inheritance supports exactly those conclusions true in
every (preferred) credulous extension. The labeling scheme of section 3.5 provides a

language for expressing these two types of inheritance: credulous inheritance permits a
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Figure 3.9: Applying ambiguity blocking inheritance to I's with respect to a yields Bls.

conclusion a—z iff [z]L is satisfiable; ideally skeptical inheritance permits a—z exactly
when [z]L is valid (respectively , a4z and [Z]L). If we wish to consider only preferred
extensions, we can simply substitute [[:1:]§fE (resp., [E]E“) here. Happily, Kautz and
Selman [45] provide a polynomial-time algorithm for determining the validity of the
label of a node.

In the next sections, we present two previous path-based approaches to skeptical
inheritance, ambiguity blocking and ambiguity propagating inheritance. We demon-
strate that these approaches are not ideally skeptical: they do not compute exactly
the always-true conclusions of a hierarchy. We show that in fact, no path-based ap-
proach can be both sound and complete for ideally skeptical inheritance. This indicates

the importance of reasoning about conclusions, or inferences, rather than about their

supporting paths, or arguments.

3.6.1 Ambiguity Blocking Inheritance

The first attempt at skeptical inheritance is due to Horty, et al. [38];° Haugh [34]
gives an equivalent circumscriptive definition. They argue that an ambiguous line of

reasoning should not be allowed to interfere with other potential conclusions. Because

% According to Horty (personal communication), a “skeptical” approach to inheritance is one which
offers a unique, unambiguous set of conclusions for any inheritance hierarchy. This differs with our intu-
ition that “skeptical” means “unwilling to believe uncertain conclusions.” In Horty’s view, computing
the intersection of the credulous extensions is only one way to reason “skeptically.”
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Figure 3.10: BL* computes “parity.”

this approach discontinues a line of reasoning as soon as an ambiguity has been reached,
ambiguity Haugh calls it ambigusty blocking inheritance. Although Horty, et al., and Haugh
blocking describe a specific theory—including, e.g., a particular specificity criterion—ambiguity
blocking inheritance potentially defines a general approach. We paraphrase ambiguity

blocking inheritance here:

Starting from the focus node g, in topological order, if a node z is truly ambiguous
with respect to a in T',1° eliminate all edges into and out of z. When the entire
hierarchy has been scanned, the remaining edges form a new network, BE, which is
unambiguous with respect to a. This is the ambiguity blocking skeptical extension
of I'; ambiguity blocking inheritance concludes that a network I' admits a—z

exactly when Bl: [>a-s1--- 38,z (respectively , aoz and a- 3y - - - 5+ —2).

While ambiguity blocking inheritance seems reasonable, it results in some anoma-
lous conclusions. Consider, for example, figure 3.9. Ambiguity blocking inheritance on
T with focus node a determines that e is ambiguous with respect to a, so it eliminates
all edges to and from e. In particular, it eliminates the edge e - f, making f unam-
biguous with respect to a: BLs > a—f. This is certainly one possibility. But it is also
possible that a—e; and if a—ve, it is ambiguous whether a— f—that is, a might not be

an f. It is certainly not safe to assume from the ambiguity at e that the patha-b-d- f

19A node z is truly ambiguous in T' with respect to a if ' [>a—z and T [> aAz.
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is always true. But this is pfecisely what ambiguity blocking inheritance does.!!

A more severe anomaly follows from this first. Ambiguity blocking inheritance
computes a kind of “parity” on the number of ambiguities in a path. According to
ambiguity blocking inheritance, the network in figure 3.10 is skeptical as to whether a
is-a e or an %, but allows the conclusions that @ is-not-a g and a j. Similarly, this net is
skeptical about whether b or f is-a j, but allows the paths from a and d to j. More than
the first anomaly, this result calls into question the intuitiveness of ambiguity blocking
inheritance. In any case, ambiguity blocking inheritance is promiscuous: there are
inferences a—z such that BL > a—z, but [z]% is falsifiable. Figures 3.9 and 3.10 both
illustrate this promiscuity of ambiguity blocking inheritance.

3.6.2 Ambiguity Propagating Inheritance

Ambiguity propagating inheritance allows ambiguous lines of reasoning to proceed. An
argument thus cannot be certain unless there are no counterarguments; in contrast,
ambiguity blocking inheritance considers only unambiguous counterarguments. Like
ambiguity blocking inheritance, ambiguity propagation defines a family of algorithms.

Haugh (34] gives a circumscriptive definition; in [97], we describe an O(Ep) algorithm.
Again, we paraphrase:

Starting from the focus node a, if a node z is truly ambiguous with respect to
a in T, rather than eliminating all edges to and from z, retain z but mark it as
ambiguous, and continue inheriting. Although paths to and from z will not be in
IIE, they can still act as counterarguments and prevent other nodes from being
unambiguous. II§ is the subgraph of I' with those edges z - (—)y € Ep such that =

and y are both unambiguous with respect to a.

For example, the cascading ambiguities of figures 3.9 and 3.10, which gave am-
biguity blocking inheritance difficulty, present no problem for ambiguity propagating
inheritance. Figure 3.11 shows IILe.

In fact, IIL never supports extra paths. IIL computes the subhierarchy of I' contain-
ing exactly those edges of I' that are in every (preferred) credulous extension of I' with
respect to a. However, there are some inferences a—« that are supported by every

credulous extension of I' with respect to a, but have different supporting arguments

'Horty, et al. originally pointed out this difference between ambiguity blocking inheritance and
ideally skeptical inheritance in [38] and {102].

PrOMISCUOU:

ambiguity

propa-
gating
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Figure 3.11: TIl¢ results from ambiguity propagating inheritance.

plant [TILL]
[(Vﬁui vl a/@afﬂ‘ )

[5“’/7‘7“ otk )] Stk tree. [hudrdoar 1L hians]

e RN / plont [ Y vhidtyiat]
qrope Vine / '\\ Seedless
E . Criciy \ / Cr1, L

Seedless qrape
vines (=1 L1

Figure 3.12: The intersection of credulous extensions is not a path-based notion.

in different extensions. We shall demonstrate such a hierarchy in the next section. In

these circumstances, we need to reason about inferences rather than paths.

3.6.3 Ideally Skeptical Inheritance

Consider the hierarchy in figure 3.12.}2 Every credulous extension with respect to seed-
less grape vine supports the inference seedless grape vine — plant, so ideally skeptical

inheritance concludes that seedless grape vines are plants. Suppose, for example, that

12Matt Ginsberg has independently proposed a hierarchy with similar properties, in which Nixon is
always politically motivated.
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a seedless grape vine is a fruit plant; then it is a plant. Suppose that it is not a fruit
plant; then it is unambiguously an arbor plant, and therefore a plant. In any state of
the world, no matter how we resolve the ambiguities of the taxonomy, a seedless grape

vine is a plant. This is reflected in the fact that [plant]’” = [T].

seedless grape vine

If we wish to determine what is true in all possible worlds, we cannot avoid this kind
of reasoning. There are facts which are true in all credulous extensions, but which have
no justification in the intersection of those extensions. This is why we cannot generate
an “ideallly skeptical extension”—no particular set of edges of I' from seedless grape
vine to plant is in every credulous extension, so no such path can be in the “ideally
skeptical extension.” Thus every path-based approach to skeptical inheritance will
always be either unsound or incomplete with respect to ideally skeptical inheritance.
We can only compute the always-true inferences by, in effect, reasoning about all of the
credulous extensions. Fortunately, in acyclic hierarchies, such reasoning is tractable. By
combining Kautz and Selman’s algorithm for falsifying labels [45] with the polynomial-
time computation of specificity in section 3.4, we can compute the intersection of

credulous extensions—ideally skeptical inheritance—in polynomial time.

3.7 Off-Path Inheritance

The inheritance theory presented so far uses a specificity criterion called on-path pre-
emption. In this type of ambiguity-resolution, an edge is inadmissible if every non-
redundant path leading to that edge contains a preempting intermediary. In this sec-
tion, we consider an alternate specificity criterion: that of off-patk preemption.!3
Off-path preemption is described in a credulous version by Sandewall [90],!%, in
an ambiguity-blocking skeptical version by Horty, et al. [38], and in both ambiguity-
blocking and ambiguity-propagating versions by Haugh [34]. Here, an edge is inad-
missible if any edge contains a preempting intermediary. That is, off-path preemption
replaces the universal quantifier—in the on-path definition of admissibility—with an
existential. The difference is reflected in the hierarchy of figure 3.13 In I'g, the edge
b - —e preempts the inference a—e—barring both a-b-d-e, and a-c-d-e. On-path

preemption allows a—e, since a-c-d-e.

13The terms on- and off-path preemption were popularized by Touretzky, et al. [102).
14Sandewall’s notion of credulous extension, however, is closer to our notion of preferred credulous
extension.
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Figure 3.13: On- vs. off-path preemption.

Previous comparisons between on- and off-path preemption have resorted to ar- _ -
guments about the correct semantics of hierarchies with the topology of I's. These
arguments, based on the “intuitive” interpretation of I's with various names assigned
to its nodes, are nothing more than ad hoc attempts at proof-by-example. In this sec-
tion, we present the same approaches to off-path preemption as we have described for
on-path, above. At the end of this section, we show that the principles brought out by
couching the two types of inheritance in our framework can be constructively compared,

and give some opinions as to the relative merits of on- vs. off-path preemption.

Path-Based Definition The off-path definition of admissibility is:

An edge v (—)z is admissible in T with respect to a if no path a-s; -5, - v,

contains a preempting intermediary.

In contrast, the on-path definition, in section 3.2.2, says that an edge is admissible
if some path does not contain a preempting intermediary: on-path preemption uses
an existential quantifier where off-path uses a universal. Because off-path preemption
says that no path through v to £ may contain a preemptor of v - (—)z, this definition

does not need to explicitly exclude redundant paths.
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Model-Theoretic Semantics Here, we simply replace the definition of admissibil-
ity in the model-theoretic semantics of section 3.3.2 with that of the preceding para-
graph. By replacing the definition of admissibility in both the path-based and model-
theoretic approaches to inheritance, we obtain a model-theoretic semantics—complete
with soundness and completeness proofs—for off-path inheritance. In general, it should

be possible to obtain these results using a preemption strategy corresponding to any
* upwards theory of inheritance.!®

Computing Specificity The algorithm for computing the specificity extension of a

hierarchy with respect to a focus node can be adapted for off-path preemption:

Compute—Off-Path—Specificity—Extension

Let I' be an inheritance hierarchy.
Sort the nodes of I' topologically
For each focus node a ; OF will be the specificity

a

QE = T ; ezlension of I' with respect to

For each node z reachable from a in QL, in topological order

; froma to ...
For each edge v - (—) z in QE, in reverse topological order
; check if v - () = is admissible
If there is some node w € (osgr(z)
such that w is positiveluy a-reachable in QE
and v is positively w-reachable in QF

then remove the edge v - (=) z from QF

Like XL, O has removed the inadmissible edges of T' with respect to a. Comput-

ing support is reduced to verifying reachability, and the complete procedure runs in

polynomial time.

Labeling Since Q! eliminates the inadmissible edges of ' with respect to a, we can

use the simple labels of section 3.5.1 to calculate contingent conclusions and ideally

'8Because the definition of credulous extension is upwards, the approach presented here does not
lend itself directly to the analysis of downwards inheritance theories.
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skeptical inheritance, in much the same way as we did for on-path preemption.

On- or Off-Path? By defining off-path preemption in this framework, we can com-
pare its underlying assumptions to those of on-path preemption, presented above. By
examining the differences in preference criteria, we see the principles behind these two
types of reasoning: let ¢y, ...,t, be many types of ts, each differing from the typical ¢ in
specific ways. For example, ¢ might be birds, and the t; might be flightless birds, tiny
birds, songbirds, etc.. Each of these categories inherits most of the default properties
of birds, but overrides some particular default. Now, if some particular bird inherits
from several of these ¢;, what is the expected outcome?

On-path preemption says that a particular bird is typical for a particular default
if it is a member of any t; that is normal for that default—e.g., it flies as long as it is
tiny, or sings, or....—even if it is a member of the class that overrides that default—i.e.
even if it is a flightless bird. That is, on-path preemption inherits default behavior
whenever possible.

In contrast, off-path preemption overrides default behavior whenever possible. If
a bird can possibly be atypical—say, flightless—then it is atypical for that property.
Since the reason for defining t,,...,%, as subtypes of t is generally to enforce certain
distinctions between the t;s and typical t¢s, anything which is a ¢; should probably
be assumed to be at least as unusual as ¢;s. That is, off-path preemption’s strategy

of assuming maximal atypicality is probably a more appropriate description of our

intuitions.1®

3.8 Comparisons with other Inheritance Theories

Previous attempts to compare existing inheritance theories have proceeded largely on
the basis of analysis of specific results on particular examples. Because existing theories
either translate inheritance hierarchies into distinct target logics, or bury the ambiguity-
resolving strategies (such as preemption) in complex path-based or translation criteria,
little if any principled analysis has been possible. Touretzky, et al. {102] attempt to

overcome this difficulty. They delimit a space of existing and potential inheritance

1% An anecdotal aside: I was particularly surprised to reach this conclusion, myself. I'd been a long-
standing opponent of off-path preemption, but when I'd gotten the principles worked out, I have to
admit that I found myself convinced. I present this as anecdotal evidence that understanding the
underlying principles really does help sort out the “right” intuitions—LAS
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theories, identifying several dimensions along which these theories vary. Nonetheless,
this work still relies largely on examples rather than principles, and does not separate
ambiguity-resolution from the space over which the ambiguities arise.

A second attempt to unify and compare existing inheritance theories is due to
Haugh [34]. Haugh translates inheritance theories into circumscriptive meta-theories.
His theory is modular with respect to the preemption axioms used, and indeed he
presents preemption axioms for theories of credulous inheritance, skeptical inheritance
both as presented by Horty, et al. [38] and in a corresponding ambiguity-propagating
form, and various types of off-path preemption. However, he does not distinguish a
set of interpretations corresponding to these preemption axioms, making it difficult
to identify the intuitive principles to which his various axioms correspond. Haugh’s
confounding of meta-strategies for addressing ambiguity—credulous versus skeptical
reasoning—with particular ambiguity-resolving heuristics—on- versus off-path, etc.—is
a further symptom of this failure to identify the underlying space over which ambiguity
quantifies.

The numerous preemption strategies in the literature result from differing inter-
pretations of the notion of “subclass,” or specificity. The underlying principle is that
more specific information should override more general. But there is little agreement
on a single definition of “more specific” at the level of the nodes and edges of an inher-
itance hierarchy. In the body of this paper, we present on-path preemption, which is
conservative with respect to the acceptance of abnormality. In section 3.7, we present
off-path preemption, which provides a more promiscuous approach to abnormality in
inheritance.

The different treatments of true ambiguity are reflected in the debate over skeptical
inheritance. In section 3.6, we describe previous approaches to skeptical inheritance,
and demonstrate the shortcomings of path-based skeptical approaches.

By making various choices on the skeptical/credulous spectrum, and in on- vs.off-
path preemption, we can describe many of the existing theories of inheritance. For
example, Sandewall’s theory [90] is off-path and credulous; Horty, et al.’s [38] is off-
path and ambiguity-propagating. Touretzky’s original theory {100, 101] is a downwards
version of the on-path creduous theory presented in the body of this paper.

By couching other inheritance theories in the framework presented here, we obtain
not merely soundness and completeness results, but a more profound understanding

of the underlying principles. This allows us to make comparisons based not on ad hoc
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examples, but on intuitions that underly them.



Chapter 4
Temporal Reasoning

In this chapter, we explore temporal reasoning: reasoning about how things change
over time. We shall concentrate on temporal reasoning problems presented as “sto-
ries,” or descriptions of events. Temporal ambiguity arises when multiple sequences of
situations are consistent with the description presented. For example, leaving freshly
baked cookies in the kitchen leaves open (i.e. ambiguous) the question of whether they
will be there in an hour, particularly in the presence of known cookie thieves. The
possible sequences of situations here include those in which the cookies remain in the

kitchen, and those in which the thief absconds with them.

The space of possible interpretations, then, is the set of situation-sequences consis-
tent with the problem description. Temporal reasoning provides an implicit preference
over these sequences of situations in the form of causation: we prefer sequences of situ-
ations in which one situation leads causally to the next, rather than sequences in which
one situation follows another at random and without causal connection. For example,
we prefer sequences in which the thieves steal the cookies, rather than sequences in

which the cookies disappear without explanation.

We begin, in section 4.1, with an exploration of temporal reasoning. We describe
both the formal language that we use in the remainder of this chapter, and the temporal

reasoning problems with which we shall be concerned. Throughout the chapter, we shall

make use of the notions defined there.

In section 4.2, we turn to a review of early approaches to the problem. The initial
discussion of temporal reasoning was in a monotonic framework; researchers quickly

acknowledged the need for some form of defeasible temporal reasoning. However, the

49
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combination of temporal and nonmonotonic reasoning proved problematic. We examine
Hanks and McDermott’s Yale shooting problem, which describes the results of these
naive extensions of nonmonotonic reasoning to reasoning over time. The Yale shooting
problem demonstrates that the early approaches introduce unexpected ambiguities, in
the form of implausible sequences of situations. We conclude this section with the claim
that nonmonotonic temporal theories must provide some notion of causation.

In section 4.3, we use this principle—that causation provides a disambiguating
preference over possible sequences of situations—to analyze several previous approaches
to temporal reasoning. By focusing on their approximations of causation, we assess the
extent to which these approaches adequately resolve temporal ambiguities.

Finally, we present motivated action theory, a theory of defeasible temporal reason-
ing that integrates causation as primitive. Motivated action theory provides the basis
for a theory of explanation. Section 4.4 describes both model- and proof-theoretic
versions of motivated action theory, together with soundness and completeness results.

Portions of this chapter represent joint work with Leora Morgenstern.

4.1 Reasoning over Time

Temporal reasoning is reasoning about change over time. Typically, temporal reasoning
problems are phrased as a set of action occurrences and state descriptions, coupled
with some background knowledge about how actions cause change. The background,
or domain knowledge, remains constant, while the events and state vary from scenario

prediction to scenario. For example, a prediction problem may involve description of an initial
situation and a sequence of actions taking place in or after that initial situation. Using
the background knowledge, a reasoner is expected to predict the results of performing
these actions, or to describe certain details of the resulting state.

A simple prediction problem might be expressed as follows:

A line of dominoes is arranged on the table. Someone knocks over the first

domino.

The domain knowledge here includes the facts about one domino knocking down the
next. The expected answer involves recognizing that the entire line of dominoes falls
down. If, for instance, the last domino’s fall will cause a bell to ring, the expected

outcome includes the ringing of the bell.
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In contrast, backwards projection problems take the form of “what is missing”
queries: given some result, the reasoner is expected to identify an action or state
which could have led to that action.

Again, a line of dominoes is arranged on the table, and someone knocks

down the first. This time, the last domino does not fall. What happened?

Here, depending on the background knowledge, some answer such as “someone stopped
the dominoes” or “they were too far apart” might be expected. By filling in the missing
information, further projections may be made.

In both of these types of problems, the facts of the situation, together with the
background knowledge, delimit possible sequences of situations. In the next section,

we describe a formal language for talking about temporal reasoning problems.

4.1.1 The Temporal Language

In this section, we describe a language for temporal scenarios. The language itself is
not a logic, in the sense that it provides no inference rules. We give intended inter-
pretations for some of the terms of our language, but we leave it to later sections,
which describe various theories of temporal reasoning, to enforce these interpretations
through particular rules of inference.

We have borrowed many of our ideas from Hanks and McDermott’s [30] presenta-
tion of McDermott’s temporal logic [68], although we have taken several liberties with
that language. The ontology also shares features of McCarthy and Hayes’s situation
calculus [64], although we allow any number of actions to occur between situations. In
this respect, it resembles the language defined by Haugh in [33].

Several considerably more sophisticated temporal ontologies have been described
in the literature (e.g., Allen’s interval logic [4]; Hayes’s histories [36]; McDermott’s
full temporal logic [68); Shoham’s modal system [94]). However, the naive ontology
that we present here is sufficient to describe the salient features of most nonmonotonic
approaches to temporal reasoning, and to demonstrate our claims with respect to the
importance of causation. Indeed, the problems of ambiguity and inadequate preference
that arise in this ontology would only worsen in a more sophisticated logic, and the
need for some adequate notion of causation would only be strengthened.

In our ontology, a point in time defines a particular world situation. This situation

is expressed as a set of state/value pairs: (alive, T); (on(a,b), L); (color(house), red).

backwards

projection

situation
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Although the complete state of the world can be expizcsed by enumerating these pairs,
in general we only want to describe a portion of this state. We use the notation
HOLDS(t,state) to mean that state has the value T in the situation with index t. We
further define ~HOLDS(t, state) = HOLDS(t, not(state)) = state has the value L in the
situation with index t; also HOLDS(t, state; and statey) = HOLDS(t, {state;, statey}) 2
[HOLDS(t, state;) A HOLDS(t, state;)] = {HOLDS(t, state; ), HOLDS(t, state;)}.! By a
slight abuse of notation, we use “predicate” notation to express states with non-boolean
value: HOLDS(t, color(house, red)) means color(house) has the value red in the situation
with index t, and HOLDS(t,not(color(house,red))) iff the value of color(house) is not red
in the situation with index t.2

The world moves from one situation to the next through action. For example, a
load action takes us from a situation in which a gun is not loaded (~HOLDS(t, loaded))
to a successor situation in which the gun is loaded (HOLDS(t+1, loaded)). Although we
index situations by integers, we do not insist that there be a fixed time interval between
situations. We use the notation OCCURS(t,act) to mean that action act occurs in the
situation with index t; the resulting situation is t +1. While actions provide transitions
over situations, we do not insist that a single action occur in every situation. That is,
we allow both concurrent actions—two actions simultaneously providing a transition
between situations t and t + 1—or no action at all. The result of no action in a
situation is presumably a situation very much like the previous one, although we can
only guarantee that it is the same if we are certain that no action did occur. Because
potentially arbitrarily many actions can occur between any two situations, we allow
statements of the form ~OCCURS(t, act), which explicitly excludes any occurrence of
act in the situation with index t.

To connect situations and actions, we introduce the notation
CAUSES(preconditions, act, state) (4.1)

Intuitively, this means that if preconditions holds when act occurs, then state will hold
in the resulting situation. We allow preconditions to be a set (i.e., a conjunction), so

that we can have multiple preconditions; multiple consequences can be represented

!Throughout this chapter, we treat sets and conjunctions interchangeably.
. . . A
?The careful reader will note that color(house,scarlet) will get us not(color(house,red)), even if red =
scarlet. We can fix this by allowing multivalued, or set-valued, state; or by rigid designators; or by

treating color(house,red) as a boolean-valued state (where color(house, red) S color(house,scarlet)). In
any case, these details are not important for the discussion at hand.
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using several CAUSES statements. For example, the definition of blocks world’s move

might read

CAUSES({clear(a), clear(b)}, move(a, b), on(a, b)) (4.2)

Particular logics for temporal reasoning may enforce the use of CAUSES in different
ways; however, each logic must somehow translate the intuitions expressed by CAUSES
into axioms or rules of inference. We call these translations causal rules.

In addition to causal rules, which tell us what changes between one situation and the
next, a temporal reasoning formalism must somehow enforce the persistence of those
facts that do not change. We discuss some details of this problem, called the frame
problem, below; we shall return to it as well in chapter 5. However, the basic issue can
be stated in terms of the notation that we have already introduced: If HOLDS(t,state),
how do we determine whether HOLDS(t', state), for some t’ > t? Rules—defeasible or

deductive—which enforce this constraint are called persistence rules.

4.1.2 Temporal Reasoning Problems

The temporal reasoning problems we have described include two parts: a particular
description of situations and events, and a “background” causal theory against which
this description is to be evaluated. In general, a single background theory provides
the temporal model for several “stories,” or scenarios; a reasoner may well have a
fixed temporal theory representing its “understanding” of causality. We refer to this
background information as the theory, and to the particular scenario as the chronicle
description. A theory and a chronicle description together are known as a theory
instantiation, T1.

The chronicle description, CD, is a set of specific HOLDS or OCCURS statements.
Intuitively, it represents a description of some particular scenario. It may include a
partial or complete description of an initial situation, or of various states at later time
points. It may also list some set of actions that occur. For example, the blocks world

situation in figure 4.1 is completely described by

HOLDS(1,0n(a,b)) HOLDS(1, on(b, c))
HOLDS(1,0on(c,table;) HOLDS(1,o0n(d,tabley)) (4.3)
HOLDS(1, clear(a)) HOLDS(1, clear(d))

causal

rules

persis-
tence

rules

TI

CD



54 CHAPTER 4. TEMPORAL REASONING

a

b

c d
table1 table2

Figure 4.1: A blocks-world scenario.

At alater point, we may know that
HOLDS(7, clear(b)) (4.4)
A description of events in situation (4.3) might include

OCCURS(1, move(a,d)) A OCCURS(3, move(b, a)) (4.5)

or

3t > 1.0CCURS(t, move(d, a)) vV OCCURS(t, move(a, d)) (4.6)

The sentences of CD contain no universally quantified temporal variables.?

The background theory, T, consists of the “generic” knowledge which is true in every
situation. This may include CAUSES statements, causal and persistence rules, and
axioms describing other generic relationships: HOLDS(t,alive) iff HOLDS(t,not(dead)),

for example. A blocks world background theory might include rules such as

Vt,a,b.HOLDS(t, clear(a)) A HOLDS(t, clear(b))

AOCCURS(t, move(a, b)) DHOLDS(t + 1, 0n(a, b)) (*7)
and
Vt,b.HOLDS(t, clear(b))=[Va.~HOLDS(t, on(a, b))] (4.8)
A rule for the persistence of knowledge might say
Vt,a, p.HOLDS(t, Knows(a,p)) DHOLDS(t + 1, Knows(a, p)) (4.9)

Sentences with universally quantified temporal variables are general laws, and would appear in 7.
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where Knows(a,p) asserts that a knows the fact p. We shall have more to say about
persistence rules below.

There are several types of temporal reasoning problems that we shall consider below.
One major distinction that can be made concerns the relationship of the times about
which we are given information to the time about which we must derive information.
If a temporal reasoning problem requires us to describe some aspect of a situation later
than any time point in CD, the problem is one of prediction. If the query concerns
some intermediate point in CD, or some point earlier than any occurring in CD, the
problem is one of backwards projection. Typically, backwards projection problems have
proved difficult for temporal reasoning systems that make overly strong assumptions
about the structure of events and time. We discuss some such systems in section 4.3.

Temporal reasoning, then, can be seen as the problem of deducing which sequences
of situations “make sense.” Qur thesis is that we prefer sequences of situations that ac-
cord with our notion of causation; that is, where one situation leads to another causally,
rather than those in which situations follow one another at random. In the remainder

of this chapter, we describe various attempts to define this preference formally.

4.2 Nonmonotonic Reasoning and Time

One of the earliest approaches to temporal reasoning in artificial intelligence is that
of McCarthy and Hayes [64]. They introduce the situation calculus as a formalism
for describing actions over time. As a consequence of their formalization of temporal
reasoning, they discovered the frame problem: knowing what is true in a situation, and
knowing what action has taken place, does not necessarily mean that we know what is
true in the resulting situation. For example, the situation calculus as originally defined
lacks any way to verify that moving block a onto block b does not change the location of
block c¢. McCarthy and Hayes propose that this frame problem can be solved through
the use of monotonic frame axioms. These axioms express the idea that only those
states that are explicitly changed by an action change when that act is performed.
Unfortunately, frame axioms are not an adequate solution to the frame problem.
McDermott [70, 71] has observed that, as naively implemented—e.g., asserting that
c’s location does not change during move(a,b)—frame axioms are simply false. For
example, while we move a onto b, someone else might move c¢. Or ¢ might really be

another name for a. Or a and ¢ might be connected, so that moving a might force ¢

frame

problem
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to move as well (this last variation is due to Ginsberg and Smith [28]). In short, we
cannot a priori guarantee that the location of ¢ will remain unchanged in the situation
resulting from move(a,b).

Essentially, frame axioms are an attempt to capture the following law of inertia:
Vt, act, preconditions, state
[(-CAUSES(preconditions, act, not(state)))
V(-OCCURS(t, act)) vV (-HOLDS(t, preconditions))]
D [HOLDS(t, state) D HOLDS(t + 1, state]
This says that if either (1) there is no causal rule yielding not(state) or (2) the action

causing not(state) doesn’t occur or (3) its preconditions aren’t satisfied, then state per-

(4.10)

sists. Simply adding an axiom of this form is no better than frame axioms: we still
need to defeasibly rule out unexpected causal connections (clause (1)) and action occur-
rences (clause (2)), and we need to make default assumptions about state, particularly
when we have incomplete information. Nonetheless, inertia—and frame axioms—point
in the right direction, and we will return to them below.

These early attempts to formalize temporal reasoning quickly led to the realiza-
tion that some form of nonmonotonic reasoning would be necessary. For example,
McDermott assumes some appropriate nonmonotonic logic in describing his temporal
logic [68]; McCarthy presents temporal reasoning as an application of circumscrip-
tion [62, 63]; Reiter uses temporal reasoning as a motivating example for his default
logic {86]. Indeed, early approaches to both nonmonotonic and temporal reasoning
simply assumed that it would eventually be possible to take a suitable temporal logic
and “plug in” some nonmonotonic logic to achieve nonmonotonic temporal reasoning.

In (30, 31, 32], Hanks and McDermott present the Yale shooting problem. This
seemingly simple temporal reasoning problem proved notoriously difficult for classical

nonmonotonic logics. The Yale shooting problem—restated in our ontology—consists

of the chronicle
HOLDS(1, alive) A HOLDS(1, loaded) A HOLDS(2, shoot) (4.11)
coupled with the background theory
CAUSES(loaded, shoot, not(alive)) (4.12)

which compiles into

vt.OCCURS(t, shoot) A HOLDS(t, loaded) D ~HOLDS(t + 1, alive) (4.13)
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and persistence rules indica.ti—ng that loaded, alive, mloaded, and -alive continue to hold
(unless explicitly changed). We deliberately omit the particular form of these per-
sistences, since they depend on the nonmonotonic logic in which the Yale shooting
problem is expressed. Hanks and McDermott give the appropriate persistence rules,
and demonstrate that this anomaly arises, for three “standard” nonmonotonic logics:
McCarthy’s circumscription [62], McDermott and Doyle’s nonmonotonic logic {66], and
Reiter’s Default Logic [86].

We would like to predict ~HOLDS(3, alive). Relative to the standard non-monotonic
logics, however, the chronicle description supports (at least) two models: the ex-
pected one, in which one reasons by default that HOLDS(2,loaded), and in which
~HOLDS(3, alive); and an unexpected model, in which one reasons from the persistence
rules that HOLDS(3,alive), and in which, therefore, ~-HOLDS(2, loaded). Standard non-
monotonic logic gives us no way of preferring the expected, intuitively correct model
to the unexpected model.

Hanks and McDermott argue that the Yale shooting problem sounds the death knell
for nonmonotonic logics. They claim that the inability of general-purpose nonmono-
tonic logics to resolve basic temporal ambiguities proves that nonmonotonic logic as
an endeavor is doomed to failure. Fortunately, the perspective of time allows us to
better understand and restate their pessimistic conclusions.? The problem in the Yale
shooting problem is not that general nonmonotonic logics can’t do general nonmono-
tonic reasoning, but that temporal reasoning is not general nonmonotonic reasoning.
Temporal reasoning involves a specific kind of ambiguity—temporal ambiguity, or am-
biguity over sequences of situations—and temporal ambiguity comes tailor-made with
its own preference criterion: causation. When reasoning about temporal problems, we
prefer sequences of situations in which one situation leads causally to the next—as
in the expected model—rather than sequences in which one situation follows another
at random and without causal connection—as when the gun becomes, inexplicably,
unloaded. The problem with using general-purpose nonmonotonic logics to perform
temporal reasoning is that these logics contain no inherent notion of causation.

In the next section, we look at several attempts to “solve” the Yale shooting prob-
lem. Each works, in some sense, by trying to build a notion approximating causation

into nonmonotonic logic. By comparing their approximations of causation with our

*To be perfectly fair, even Hanks and McDermott [31, 32] don’t agree with Hanks and McDer-
mott {30]; in their later writings, they agree that their initial conclusions were overly pessimistic.
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intuitions, we can see the extent to which these solutions succeed, and the extent to
which they fall short of our expectations. In section 4.4, we present motivated action
theory, a theory of causal reasoning whose development was motivated by this view that

causation provides an ambiguity-resolving preference over sequences of situations.

4.3 Comparisons of Existing Theories

The first attempts to “solve” the Yale shooting problem are often divided into two
categories: those that concentrate on the structure of time, and those that focus on

cause-and-effect. The two approaches appear divergent; nonetheless, motivated action

theory (section 4.4) can be seen as a successor to both.

4.3.1 Chronological Approaches

Hanks and McDermott {30, 31, 32] argue that the problem with general nonmonotonic
logics is their failure to incorporate the notion of time. In particular, they claim that
time creates an explicit ordering, and temporal reasoning is inherently biased towards
that ordering. In the Yale shooting problem, the expected model arises when we
reason about situations in temporal order: alive and loaded hold at 1, so they will
(by default) hold at 2. This means that when the gun is fired (at 2), loaded holds,
clipping alive (so ~HOLDS(3, alive)). In contrast, the unexpected model arises when
we apply persistence to alive—yielding HOLDS(2,alive) and HOLDS(3,alive}—before we
have reached any conclusion about loaded at 2. HOLDS(3,alive) and OCCURS(2,shoot)
now force us to reason backwards about loaded—it must be the case (by rule 4.13) that
-HOLDS(2, loaded).

Chronological solutions address this particular point. Each of these solutions—
Hanks and McDermott’s program {30], Shoham’s logic of chronological ignorance {92,
93], Kautz’s logic of persistence [44], and temporal applications of Lifschitz’s pointwise
circumscription [54]—describes a reasoning system with an inherent forward temporal
bias. Each works by considering situations in their chronological order, extending as
many persistences as possible through earlier situations before addressing later situ-
ations. This approach yields a particular preference over sequences of situations: we
prefer sequences in which changes take place—persistences are clipped—in later sit-
uations, rather than earlier ones. This in turn leads to the “motto” of chronological

solutions: we prefer that as little happens for as long as possible.
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Hanks and McDermott’s program works by updating situations in temporal or-
der. Thus, in the shooting problem, they analyze the situation at 2—by default,
alive and loaded persist—and then the situation at 3—since OCCURS(2,shoot) and
HOLDS(2,loaded), ~HOLDS(3, alive). The underlying idea is to postpone changes until
they are forced; or, to allow persistences to continue for as long as possible. This avoids
the anomalous model which arises for the standard nonmonotonic logics.

The three chronological logical approaches essentially mimic the behavior of Hanks
and McDermott’s program. Kautz and Lifschitz use circumscription to fix state val-
ues in one situation before considering the next; Shoham defines a model preference
criterion with the same properties. This approach minimizes changes to the world;

persistences apply whenever possible. Changes occur only when actions (with suitable

preconditions) force them to happen.

Problems with Chronological Solutions For several reasons, forward reasoning
solutions are not entirely satisfactory. The most obvious is that causation is not merely
time-moving-forward. For example, when we are performing the “what went wrong”
type of reasoning typical of backwards projection, we reason from the appearance of an
effect backwards in time to its possible causes. Consider, for example, a modification

of the Yale shooting problem, where CD contains

HOLDS(1, alive) HOLDS(1,loaded) OCCURS(5,shoot) HOLDS(6,alive) (4.14)

(we have moved the shoot to 5, and added the (unexpected) outcome that shooting
did not lead to not(alive)). Since alive holds at 6, we know that the gun must somehow
have become unloaded between times 2 and 5; however, we cannot say exactly when
this happened. In contrast to this intuition, the systems of Shoham and Kautz predict
that the gun became unloaded between time 4 and time 5. This is because change is
postponed for as long as possible. Kautz first noted this point when he presented his
solution to the Yale shooting problem.

This leads to a second objection to chronological solutions: they do not seem to
address the real concerns underlying the Yale shooting problem. We don’t reason that
HOLDS(3,not(alive)) because we reason forward in time. We reach this conclusion be-
cause we are told of an action that causes not{alive), but are not told of any action

that causes not(loaded). Chronological solutions substitute time-moving-forward for
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causation; but causation, not chronological reasoning, is at the heart of temporal rea-
soning. Chronological approaches work when their preference—changes happen later—
coincides with causation. These scenarios include the original Yale shooting problem
as well a larger class, described by Shoham [93], of temporal projection problems. But
where the two criteria diverge—for example, in backwards projection—chronological

minimization does not provide an adequate preference criterion for resolving temporal

ambiguity.

Here, we pause to examine the reason that chronological solutions do work for
temporal projection problems. Chronological solutions minimize what is true at earlier
time points, forcing truths at later points. In fact, it turns out that the truths that
are minimized are only the changes—the action occurrences—and not the states. For
example, in the Yale shooting problem, it’s not not(alive) or not(loaded) that needs to
be put off; it is the unload action. That is, unless we know that an unload occurs, we
allow loaded to persist; later, when we get to the shoot, we are forced to give up the
persistence of alive. We never minimize state, after all. So we can achieve the same
result by preferring situations in which actions occur later. In this case, we would
not add the load action, so shoot would clip alive (We can’t ever ezclude the shoot,
since it is in our axiomatization. We can only block loaded, so that the shoot does not
affect alive). Kautz’s logic of persistence does exactly this, by explicitly minimizing

(circumscribing) clippings, or endpoints of persistences.

Actually, once we have started minimizing actions, it turns out that we don’t need
to minimize them chronologically at all. Minimizing actions solves a whole class of tem-
poral reasoning problems, although two specific problems with this approach, causal
chains and spontaneous actions, remain. Nonetheless, the underlying intuition forms
the basis of motivated action theory (see section 4.4). We do not prefer that fewer
actions happen earlier; instead, we prefer that fewer extraneous actions happen (An
extraneous action is one that is not forced, either by being explicitly mentioned in the
axiomatization, or by following directly from it). Circumscribing actions altogether—
preferring those models in which as little happens, period—solves the Yale shooting
problem. Motivated action theory solves the additional problems of spontaneous ac-

tions and causal chains by excluding motivated—non-extraneous—actions from the

minimization.
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4.3.2 Causal Approaches

The situation calculus as originally conceived by McCarthy and Hayes assumes that a
single action occurs in a situation, taking that situation to a new one. That is, where
we use OCCURS(t,act), allowing a possible concurrent OCCURS(t, act’), they assume
that OCCURS is a function, mapping one situation uniquely into the next. Formally,

Vt,act. OCCURS(t,act) = [Vact’ # act. ~OCCURS(t, act’)] (4.15)

In this case, the problem of determining that no action occurred to unload the gun
becomes moot; all actions are defined by the transitions from t to t + 1 to t 4 2, etc.
This exposes a second problem: the problem of determining that the known actions
don’t have unusual effects. In the Yale shooting problem, the first of these problems
is the problem of determining that no action occurs in the situation with index 2;
the second is the problem of determining that the null action—traditionally called
wait—which does occur has no side effects. The solutions described in this section—
Lifschitz’s formal theories of action [55], Baker and Ginsberg’s abnormal-for-state 7],
and Haugh’s causal minimizations {33]—address the second of these problems; Haugh’s
also addresses the first.

These solutions are not based on forward reasoning strategies. Rather, they work
by circumscribing over CAUSES(..., act, state). Formally, these theories divide our pred-
icate, CAUSES, into two predicates: precond(preconditions,act), and causes(act, state).
Circumscribing causes means that we prefer sequences of situations in which only those
changes whose causes which are explicitly stated, or those that must follow from the
axioms, exist. For example, in the Yale shooting problem, circumscribing causes limits

its extent to causes(shoot,not(alive)).

Formal Theories of Action In Lifschitz’s formal theories of action, which makes
use of the original situation calculus, exactly one action occurs in each situation, and
that action is known. To capture the null action which occurs in the situation with
index 1, a wait action is defined, with no (explicit) causal consequences. Circumscribing
causes now yields no tmplicit causal consequences for wait, so Lifschitz determines that
nothing changed during the wait action. Thus, loaded persists, HOLDS(2,loaded), and
-HOLDS(3, alive).

This solution doesn’t force reasoning to go forward in time. Nevertheless, it is

highly problematic. It depends on the situation calculus to provide all and exactly
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those actions that do occur. Consider what would happen in a world in which con-
current {or uncertain) actions were allowed, and in which we were to add the rule
causes{unload, not(loaded) to the theory. We could then have a model where OC-
CURS(1,unload), yielding HOLDS(3,alive). There would be no way to prefer the ex-
pected model, where ~HOLDS(3, alive). This cannot in fact happen in Lifschitz’s for-
mulation because in the rigid situation calculus framework, concurrent actions are not
allowed. Since OCCURS(1,wait), nothing else can happen, and unload actions are ruled
out.

Lifschitz’s solution thus works only in frameworks where all the events in a chronicle
are known. In these cases, circumscribing the causes predicate gives us exactly what
we want—it disables spontaneous state changes. The intuition underlying the Yale
shooting problem, however, is that we can make reasonable temporal projections in
worlds where concurrent actions are allowed, even if we are not necessarily told of all
the events that take place in a chronicle. The fact is that even if we are given a partial
description, we will generally not posit additional actions unless there is a good reason
to do so.

A second problem with this framework involves the backward reasoning scenario
of the previous section. If, as in this scenario, HOLDS(6,alive), then circumscribing
causes yields causes(wait,not(loaded)). That is, the null action—waiting—causes the
gun to become unloaded. While the semantics of this statement may be unsettling,
its effects are worse. Now, every time a loaded gun is left to wait, it will become
unloaded: waiting causes unloadedness. This problem arises because causes deals with
action types—shootings, unloadings, etc.—rather than with particular instances—e.g.,
the shoot in situation 5.

Since this second objection was first noted, Lifschitz and Rabinov have constructed
a theory of “miracles” [56] to deal with it. The idea here is that, if we must postulate
additional causes—such as the magically unloaded gun of the previous example—we
can do so by allowing that a miracle happened, rather than by assuming that the wait
action caused the unloading. Formally, they circumscribe both miracles and causes,
but miracles are circumscribed at a lower priority than causes (so that we are more
willing to admit miracles than new causes).

The miracle mechanism is actually an elaborate attempt to compensate for the in-
ability of the situation calculus to express concurrent actions. Intuitively, the unloading

that must occur (so that shooting does not cause not(alive)) is the result of some unload
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action. The original version of formal theories made it the result of the wait action,
and further wait could be expected to have the same result. Miracles make it the result
of a miracle, so that it is unlikely to repeat during further waits. But miracles are still
not unloads.

Consider, for example, the blocks-world scenario in figure 77. If we assert that
HOLDS(4,0n(b,d)), without giving an explicit sequence of actions, Lifschitz’s theory
assumes waits at 1, 2, and 3. Now, certainly some “miracle” must occur to put b
on d—the miracle that is equivalent to move(b,d). But in order for the move to take
place, clear(b) must hold. Thus, we actually know that a has been moved. In contrast,
Lifschitz and Rabinov are able to assert only that by some miracle, b has come to be
on top of d. This in itself may not be alarming, but now imagine that a is actually
A*, the world-famous and fabulously precious diamond. Because it is so valuable, A*
is attached to all of the finest alarms that money can buy. In fact, then, if we know
that HOLDS(4,0n(b,d)) we expect that all of these alarms have been tripped; Lifschitz
and Rabinov can only state that a miracle occurred. Indeed, moving a without effect
is nothing short of a miracle.

The fundamental problems with Lifschitz’s solutions stem from the fact that it
minimizes change types, without minimizing change tokens. That is, circumscribing
causes minimizes the changes that a particular kind of action can cause, but it does not
address either the changes that a particular act—an instance of an action—can cause,
or which action instances can occur. Lifschitz’s solution might be paraphrased as few

types of changes as possible. This solution is both important and necessary, but it is

not itself sufficient.

Abnormal-for-State Baker and Ginsberg [7] suggest a solution within this single
action paradigm of the situation calculus as well. However, while Lifschitz minimizes
causes, Baker and Ginsberg minimize something much closer to CAUSES. That is, where
Lifschitz treats causation as a property of action types, Baker and Ginsberg supply a
notion of causation with state as an argument. They call this predicate ab, (abnormal-
for-state). Unlike the preconditions argument to CAUSES, however, the first argument

to Baker and Ginsberg’s ab,(preconditions, act, state) must be complete:
Vpreconditions, act, state.
ab, (preconditions, act, state) (4.16)
D [(state € preconditions)] V [(not(state) € preconditions)]
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This means that 2%, depends on the value of every state in the situation when act

occurs.?

Perhaps more importantly, Baker and Ginsberg do not assume that CAUSES is a
primitive notion. Instead, they derive it from situation descriptions and the actions

that connect them.® They assert

Vt, act, state, preconditions.
—(aby(preconditions, act, state)
AOCCURS(t, act) A HOLDS(t, preconditions))
O [HOLDS(t, state)=HOLDS(t + 1, state)]”

(4.17)

This is essentially a reformulation of inertia (4.10) in the context of the situation
calculus axiom (4.15) and completeness condition (4.16). For example, from the causal
rule in the Yale shooting problem (4.13), the situation calculus axiom (4.15), and Baker
and Ginsberg’s axiom (4.17), we can derive ab,({alive, loaded}, shoot, not(alive)).®

Baker and Ginsberg’s solution, then, is to minimize ab,, their version of CAUSES.
The result, as for Lifschitz’s causes, is a theory that prefers those sequences of situa-
tions in which actions cause only the expected changes. Their theory does not treat
concurrent actions, and so suffers from the same possible concurrent unload problem
as Lifschitz’s. It does behave differently with respect to wait’s causing unloading: now

wait only causes unloading in a particular state.

Causal Minimizations Haugh avoids these pitfalls by allowing OCCURS to be mul-
tivalued. That is, more than one action may occur between two situations, and not all

of those actions are necessarily known. This reopens the first Yale shooting problem,

A second difference beiween ab, and CAUSES is in the third argument: while CAUSES indicates
that state is to be true in the resulting situation, ab, does not specify whether state or not(state) holds
in the resulting situation; it says only that the truth value has changed from its value in preconditions.
Since its value is given explicitly in ab,’s first argument, this difference is relatively insignificant.

®The fact that Baker and Ginsberg derive their “causes” predicate leads Ginsberg to argue that ab,
is not causation [personal communication). Indeed, Ginsberg (and presumably Baker) would object to
their theory’s inclusion in this section. While this point may ultimately prove to be of philosophical
import, we will continue to treat ab, as a causal predicate on the looks, walks, quacks like a duck
principle.

"We have taken the liberty of reformulating Baker and Ginsberg’s axiom in our notation; the
original notation makes use of the situation calculus function resuit and their function describes. In the
context of the situstion calculus rule (4.15) and the completeness condition (4.16) our reformulation is
equivalent to their (4) and (11) {7, pp. 908 and 909)].

® Actually, we derive ab, ({alive, loaded, X}, shoot, not(alive)), where X represents the rest of the states

in any situation: blueSky, not(blueSky), on(b,c), etc. This is because Baker and Ginsberg insist that
the first argument to ab, be complete.
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deducing that nothing else h;a.ppens to unload the gun. Haugh solves both the “noth-
ing else happens” problem, and the “no bizarre side effects” problem, by minimizing.
potential-cause, the conjunction of OCCURS and causes.® This means that anything
that must occur has as few effects as possible, and anything with known effects oc-
curs only if it must. Since unload is known to cause not(loaded), if it were to occur,
it would be a potential-cause. We can’t minimize causes(unload, not(loaded))—it is in
our axiomatization. So instead we minimize OCCURS(...,unload), and the unload never
happens.

This idea seems to merge our comments regarding the utility of minimizing actions,
from the previous section, with Lifschitz’s suggestions regarding unexpected effects.
Indeed, it is quite effective in many situations, and we retain a number of these intu-
itions in motivated action theory, below. However, Haugh’s theory has some strange
results with respect to disjunction.

Suppose, for example, we know that while we were out of the room, either nothing
happens (wait) or someone unloads the gun. Haugh’s theory of potential causes predicts
that the wait occurs, and the gun remains loaded. Unlike unload, wait has no effects,
so there are no causes axioms on wait. This means that even if wait occurs, it won’t
be a potential-cause. Unload, as we have seen above, is a potential-cause whenever it
OCCURS.

These difficulties in Haugh’s theory arise from a confusion between action and state
change. There are many actions without obvious state changes—McDermott, e.g.,
suggests “run around the track three times” [68, p. 109). Since Haugh is concerned
with the conjunction of causes and OCCURS, he is really only interested in minimizing
the occurrence of actions with effects. In his framework, “run around the track three
times” can occur arbitrarily often, just as unload can occur arbitrarily often in Lifschitz’s
framework. Since “run around the track three times” has no effects, it is never a
potential-cause. Minimizing potential causes can never eliminate a “run around the
track three times” event.

Haugh’s theory suffers from a second, though perhaps less disconcerting, anomaly.

Since the theory only minimizes causes for actions that actually OCCUR, actions that

?This is Lifschitz’s causes(act, state), again. Haugh, too, uses a precond predicate for the other half of
CAUSES. He actually presents two solutions: potential causes, described here, and determined causes.
Haugh’s theory of determined causes adds a chronological aspect, crossing his theory of potential causes
with the chronological solutions of the previous section. The resulting theory suffers from anomalies
results similar to, but more severe than, those described here for potential causes.
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never occur can have arbitrary effects. For example, patting my stomacli wnd rubbing
my head could cause the world to blow up, provided I never actually do pat my stomach
and rub my head. Of course, if I ever did succeed in patting my stomach and rubbing
my head, this bizarre effect would go away, but it is somewhat strange to allow a

conclusion like causes(pat-and-rub,blow-up(world)).

4.4 Motivated Action Theory

The theories of temporal reasoning that we have discussed so far have each had a flawed
notion of what causation means as a preference over sequences of situations. Chrono-
logical approaches minimize changes to the world in temporal order, allowing states
to persist for as long as possible. We have seen that this approach fails when causal
rules are used to reason backwards in time. In contrast, causal approaches minimize
the kinds of change that may occur. When coupled with the situation calculus, which
insists that exactly one action occur in every situation, these solutions enjoy moderate
success. However, care must be taken when combining causal solutions with a richer
temporal ontology.

In this section, we describe motivated action theory, a theory of causal reasoning
which combines features from both of these approaches. From the chronological ap-
proaches, and from Haugh’s causal minimization, we take the idea of minimizing state
changes; from the causal approaches, we borrow the idea of minimizing causes. The
resulting theory solves both projection and backwards reasoning problems in the con-
text of concurrent actions, and additionally lends itself to a theory of explanation. Our
model formalizes the intuition that we typically reason that events in a chronicle hap-

pen only when they “have to happen”. We formalize the idea of a motivated action,

an action that must occur in a particular world model.

4.4.1 The Form of the Rules

For the most part, the axioms of motivated action theory are as we have described
them above. However, the form of causal rules will play a critical part in motivated

action theory. We discuss them briefly here.

In motivated action theory, a causal rule is a sentence of the form

aAfBDy
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where:

a is a non-empty set of occurrence terms OCCURS(t,act)—the set of triggering events
of the causal rule,

B is a conjunction of terms (including no positive occurrence terms) giving the pre-

conditions of the action, and
v describes the results of the action.

Note that v can include occurrence terms. We can thus express causal chains of action.
This notation is not exclusive of the CAUSES notation we have described above. In

fact, causal rules can be derived from CAUSES statements. For each CAUSES statement
(4.1), add the axiom

Vt.HOLDS(t, precondition) A OCCURS(t, act)

(4.18)
D HOLDS(t + 1, state))

In addition, since motivated action theory allows causal chains, whenever there is a

statement of the form

CAUSES(preconditions, act, act’) (4.19)

we add the axiom

Vt.HOLDS(t, precondition) A OCCURS(t, act)

(4.20)
D OCCURS(t + 1, act’)]

Conversely, we can use Baker and Ginsberg’s method of deriving CAUSES from our
causal rules and inertia (4.10), provided that we use the methods outlined below to
rule out actions that don’t occur. Baker and Ginsberg don’t encounter this difficulty
because they rely on the situation calculus to eliminate all but a single action.

We should also include a brief word on persistence rules. Motivated action theory
simply takes the axiom of inertia (4.10) as stated above. We will solve the problem of
proving non-occurrence of actions through motivation and preferred models; we solve
the problem of unknown state by allowing state to vary freely—in one model, state
may hold, while in another, not(state) will.

This leaves only the difficulty of ruling out unknown CAUSES. Here, we turn to

the causal approaches to temporal reasoning. Before using motivation to determine
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preferred models, we circumscribe CAU'SES much as Lifschitz, and Baker and Ginsberg,
do. Now, inertia allows us to derive monotonic persistence rules. For example, a

formulation of -he Yale shooting problem might include the rule

Vt.HOLDS(t, alive)

A(~OCCURS(t,shoot) v HOLDS(t, not(loaded))) (4.21)
D HOLDS(t + 1, alive)

It is important to note that all of the rules in any theory T are monotonic. We
achieve non-monotonicity solely by introducing a preference criterion on models:!? in
particular, preferring models in which the fewest possible extraneous actions occur.
Typically, we will not be given enough information in a particular chronicle description
to determine whether or not the rules in the theory fire. However, because persistence
rules explicitly refer to the non-occurrence of events, and because we prefer models in
which events don’t occur unless they have to, we will in general prefer models in which

the persistence rules do fire. The facts triggered by persistence rules may allow causal
rules to fire as well.

4.4.2 Model Theory

Given a particular theory instantiation, we would like to be able to reason about
the facts which ought to follow from the chronicle description under the theory. In
particular, we would like to be able to determine whether a statement of the form
HOLDS(t,p) or OCCURS(t,a) follows from the chronicle. In formal terms, given T1 =
T U CD, we are interested in determining the preferred models for TI. M(TI) denotes
a model for TI:i.e., M(TI) |= TI. We define a preference criterion for models in terms
of motivated actions: those actions which “have to happen.” Our strategy will be to

minimize those actions which are not motivated.

Definition: Given a theory instantiation T/ = T U CD, we say that a statement
motivated OCCURS(t, act) is motivated in M(TI) if it is strongly motivated in M(TI) or
weakly motivated in M(TT).

In section 4.4.4, we give a proof theoretic version of motivated action theory, but the axioms
remain monotonic. There, we introduce a sort of “syntactic circumscription” or preference over sets

of sentences, making the monotonic theory non-monotonic through the introduction of a new rule of
inference.
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A statement OCCURS(t, act) is strongly motivated with respect to TT if it is in
all models of TI,i.e. if

(YM(TI)[M(TI) = OCCURS(t,act)]

If OCCURS(t,act) is strongly motivated with respect to TI, we say that it is
motivated in M(TI), for all M(TI).

A statement OCCURS(t, act) is weakly motivated in M(TI) if there exists in T7
a causal rule of the form a A f# D OCCURS(t, act), where 3 contains no (positive)
occurrence terms; a is (strongly or weakly) motivated in M(TI); and M(TI)
ﬁ.ll

Intuitively, OCCURS(t, act) is motivated in a model if it has to be in that model.!?
Strong motivation gives us the facts we have in CD to begin with as well as their
closure under T. Weak motivation gives us the facts that have to be in a particular
model relative to T. Weakly motivated facts give us the non-monotonic part of our
model—the conclusions that may later have to be retracted.

The definition of weakly motivated depends on the form of the causal rule aAB D ¢.
Logically, this is equivalent to ~a V -8 V ¢, or a A ~¢ D -, or any number of other

variations. For example, the causal rule for shoot (4.13) might be rewritten as
¥t.OCCURS(t, shoot) A HOLDS(t + 1, alive) D ~HOLDS(t, loaded) (4.22)

This rule says that if someone is shot, but remains alive, the gun must not have been
loaded. Indeed, this statement is reasonable, and our causal rule (4.13) would allow
such an inference (see section 4.4.3, below, for details). But we do not want to say that
shooting someone who remains alive causes the gun to have been unloaded, so we do
not include axiom (4.22) in our causal rules, and we do not allow it to participate in
motivating other actions. We will return to this point in our discussion of counterfactual

reasoning in chapter 5.

1In the original formulation of motivated action theory [77), this definition included persistence
rules. However, motivation is only relevant for actions—we minimize unmotivated actions—making
persistence rules, which would allow motivation only of state, irrelevant.

12 Amsterdam [5] has objected to our use of the phrase “has to be in that model.” He points out
that a statement that holds in a model trivially must be in that model, and objects that our language
is therefore meaningless. We can easily brush aside his objection by protesting that we really mean
“partial truth assignment,” or “set of models,” rather than models. But it seems to us that our use of
the phrase was not careless; instead our language seems to capture the intuition that motivated actions
are somehow a more necessary part of the model, forced by the presence of their causes, than chance
facts such as the color of a ghirt someone happens to be wearing.
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We now say that a model is preferred if it has as few unmotivated actions as possible.

Formally, we define the preference relation on models as follows:

Definition: M;(TI) < M;(TI) (M; is preferable to M;) if (Vt,act. if M (TI) =
OCCURS(t,act) A M;(TI) = OCCURS(t, act) then OCCURS(t,act) is motivated
in My(TI)).

That is, M;(TI) is preferable to M ;( TI) if any action which occurs in M;( TT) but
does not occur in M;(TI) is motivated in M;(TI). Note that such actions can only

be weakly motivated; if an action is strongly motivated, it is true in all models.

Definition: If both M;(TI) < M;(TI)and M;(TI) < M(TI), we say that M;(TI)
and M ;(TI) are equipreferable (M;(TI) =~ M;(TI)).
~< induces a preorder on acceptable models of TI. A model is preferred if it is a
minimal element under < :
Definition: M(TI)is a preferred model for TI if, for any model M'(TI) < M(TI),
M'(TI) = M(TI).

Since nobt all models are comparable under < , there may be many preferred models.
Let M*(TI) be the set of all preferred models.

We define the following sets:

Nar = { | YM € M*(TI),M | p}—the set of statements true in all preferred
models of T'I

Urex = {¢ | IM € M*(TI), M |= p}—the set of statements true in at least one
preferred model of TT

Consider, now, the relationship between any statement ¢ and TI. There are three

cases:
Case I: pisin ﬂ'M*(TI). In this case, we say that TI projects ¢.

Case II: pisin U M1y In this case, we say that ¢ is consistent with TI. However,
TI does not project ¢.

Case IIl: ¢ not in U Ma(T1)" In this case, we say that ¢ is inconsistent with TI.In
fact, it is the case that T'T projects —¢p.

If TT projects ¢, and TIME(¢p) is later than the latest time point mentioned in TI,
we say that TT predicts ¢.
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A Word about Complex Expressions So far, we have treated CD as though ii
might contains only simple terms without connectives. In fact, the mechanisms that
we have described can handle more, but we need to make a few adjustments in order to
deal properly with all of the possibilities that seem reasonable. Since the truth values
of state terms are generally allowed to vary in the nonmonotonic part of MAT, we are
really only concerned with the handling of occurrence terms. The definitions given
here work as well if there are state and/or negative occurrence terms involved; since
their main force is to elaborate the definition of motivation; however, their effect for

state/negative occurrence terms is negligible.!3

If a conjunction of occurrence terms, @1 A ... A @,, is in CD, we can treat this as
though the individual occurrence terms, ;, appear in CD. The definition of motivation
already deals with these actions properly: TI I ¢;, so ¢; is motivated in all models
Mt

If a disjunction of occurrence terms, ¢ V - - -V ¢y, is in CD, we certainly cannot
just break up the disjunction and add the individual occurrence terms to CD. However,
while this is obviously incorrect for assertion, it turns out to be precisely the right thing

to do for motivation. For disjunctions, then, we add the definition of semi-motivation:

Definition: An occurrence term OCCURS(t,act) is semi-motivated in TT if there is a

disjunction OCCURS(t,act) v OCCURS(t,act’) v ---v OCCURS(t", act") of occur-
rence terms in CD.

An occurrence term OCCURS(t,act) is semi-motivated in M 11 if OCCURS(t, act)
is semi-motivated in T7, and M7; = OCCURS(t, act).

Further, OCCURS(t,act) is motivated in My if OCCURS(t,act) is strongly mo-
tivated in My, or OCCURS(t,act) is weakly motivated in My, or OCCURS(t, act)

is semi-motivated in M7s. In the definition of weak motivation, o may be semi-

motivated.

Quantification can be handled in this framework by treating existential and univer-

sal quantifiers as infinite disjunctions and conjunctions, respectively.

!3We are indebted to Matt Ginsberg for pointing out the difficulties which arise with disjunctions in
CD. -

sema-

motivated
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4.4.3 Reasoning with MAT

Prediction: The Yale Shooting Problem, Revisited We now show that our
theory can handle the Yale shooting problem. We represent the scenario with the
following theory instantiation:

T contains causal rules for shoot, load, and unload, as well as the persistences for
loaded and alive The first causal rule is generated by statement (4.12); we have intro-

duced the others because they will be useful below, but they do not effect the outcome
of the original problem.

T: Causal Rules:

Vt.OCCURS(t,load) > HOLDS(t + 1, loaded)

Vt.OCCURS(t, shoot) A HOLDS(t,loaded) D HOLDS(t + 1, —alive)
Vt.OCCURS(t, shoot) D HOLDS(t + 1, ~loaded)

Vt.OCCURS(t, unload) D HOLDS(t + 1, ~loaded)

(4.23)

Persistence Rules:

Vt.HOLDS(t, alive)
A(~OCCURS(t, shoot) V. HOLDS(t, not(loaded)))
D HOLDS(t + 1, alive)
Vt.HOLDS(t, not(alive)) D HOLDS(t + 1, not(alive))
Vt.HOLDS(t, loaded)
A(~OCCURS(t,shoot) A ~OCCURS(t, unload))
D HOLDS(t + 1, loaded)
Vt.HOLDS(t, not(loaded))
A(~OCCURS(t, load)
D HOLDS(t + 1, not(loaded))

(4.24)

Consider the original Yale shooting problem, with CD (4.11). Let M; be the
expected model, including HOLDS(2,loaded) and HOLDS(3,not(alive)); and let Mj be
the unexpected model, where HOLDS(2,not(loaded)), and therefore HOLDS(3,alive).
Both M; and M, are models for TI. However, we will see that M, is preferable to
M3, since extra, unmotivated actions take place in M.

We note that the facts HOLDS(1,alive), HOLDS(1,loaded), and OCCURS(2,shoot) are
strongly motivated, since they are in CD. The fact HOLDS(2,loaded) is also strongly
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motivated; it is not in CD, but it must be true ia all models of TI. In M, the model
in which the gun is still loaded at 2, HOLDS(3, not(alive)) is weakly motivated. It is
triggered by the shoot action, which is motivated, and the fact that the gun is loaded,
which is true in M;. In M,, the occurrence of the unload action is unmotivated. It is
not triggered by anything.

According to this definition, then, M; is preferable to M. There is no action
which occurs in M; that does not occur in M,. However, M, is not preferable to
Mj: there is an action, unload, which occurs in Mj, but not in M, and this action is
unmotivated.

In fact, it can be seen that in any preferred model of TI, HOLDS(2,loaded), and
therefore HOLDS(3,not(alive)). That is because in any model where HOLDS(2,not(loaded)),
a shoot or unload action must happen at time 2, and such an action would be unmo-
tivated. Since the facts HOLDS(2,loaded) and HOLDS(3,not(alive)) are in all preferred
models of TI, TI projects these facts.

Note that preferring models in which the fewest possible unmotivated actions oc-
cur is not equivalent to preferring models in which the fewest possible actions occur.

Consider, e.g., the dominoes example from section 4.1. T might include the causal rule

Vt,0<i<n.

OCCURS(t, fall(domino;)) A ~OCCURS(t, blockFall(domino;)) ~ (4.25)
D OCCURS(t + 1, fall(domino;,, 1))

Assume that the chronicle description contains OCCURS(1, fall(dominoj)). Then, using

our preference criterion, the theory instantiation projects
Y0 < i < n.OCCURS(n, fall(dominon)) (4.26)

Minimizing actions would yield n — 1 minimal models, one for each 1 < k < n:

V1 < i < k.OCCURS(i, fall(domino;))

(4.27)
OCCURS(k, blockFall(dominoy ))

and no other terms of the form OCCURS(t,act). The non-equivalence of the two criteria
will hold in any theory with causal chains of events. Thus our criterion is not equivalent

to circumscribing over the OCCURS predicate.

Backwards Projection We now show that our theory handles backward projection

properly. As an example, consider the theory instantiation consisting of the background
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theory (4.23) and (4.24), and the chronicle (4.14), in which HOLDS(6,alive). Since we
know that a shoot occurred at 5, we know that the gun cannot have been loaded at
5. However, we also know that the gun was loaded at 2. Therefore, the gun must
have become unloaded between 2 and 5.1 Our theory tells us nothing more than this.

Consider the following acceptable models for TI':
e Mj, where unload occurs at 2, the gun is unloaded at 3,4, and 5
° M'z,‘where unload occurs'a.t 3, the gun is loaded at 3 and unloaded at 4 and 5
e M}, where unload occurs at 4, the gun is loaded at 3 and 4, and unloaded at 5.

Intuitively, there does not seem to be a reason to prefer one of these models to the
other. And in fact, our theory does not: Mj, Mj, and Mj are incomparable. Note,
however, that both M] and M} are preferable to M}, the model in which unload
occurs at 2, load at 3, and unload at 4. M) is acceptable, but has superfluous actions.
In fact, it can be shown that M], M}, and M} are preferred models for TI'. All that
TI' can predict, then, is the disjunction:

OCCURS(2, unload) V Occurs(3, unload) v OCCURS(4, unload) (4.28)

which is exactly what we want.

4.4.4 Proof Theory

The proof theory for motivated actions is based on the construction of sets of sentences
analogous to models. We then transform the preference criterion defined on models in
the previous section to one defined on these sets of sentences; the theorems of motivated

action theory are exactly those sentences contained in the most-preferred set.

Definition: An occurrence kernel is a pair (A, B), where A is a set of occurrence terms

and B is a set of state terms. We define A complement as
A £ {~OCCURS(t,act)|OCCURS(t,act) ¢ A}

We say that an occurrence kernel (A, B) is acceptable for a theory instantiation TT
if TTUAUB U4 is consistent. In this case, we write (4, B) p; for TTUAUBUA.
We say that (4, B) g, supports a statement g if (4, B)p; F .

14 As we know, either an unload or a shoot will cause a gun to be unloaded. However, because we

know that shooting will cause not(alive), that not(alive) persists forever, and that HOLDS(6,alive), 2l
acceptable models for T/’ must have an unload.
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An occurrence kernel thus determines the complete set of actions that do (A)
and don’t (4) occur. If B provides a value for every state at every time, then the
“world” of (A, B) is completely determined—actions by A and 4, and state by B.
However, we do not in general need such a complete B. If the value of state is de-
termined once, its value at every later time point can be determined by examining
the actions that do or don’t occur, affecting it. But all actions are fully determined,
since (A, B) p; includes A. The only further requirement is that if an action might
affect state—CAUSES(precondition,act,state) or CAUSES(precdndition,act,not(state))——
and OCCURS(t,act) € A, so that we know act occurs, then the truth value of precon-
diton must be determined by t.

Formally, a state state is determined at time t (in (A, B)) if determined
1. (-)HOLDS(t, state) € B, or

2. OCCURS(t,act) € A, and
CAUSES(precondition,act,state) or CAUSES(precondition,act,not(state)), and
Vp € precondition.(4, B) py + HOLDS(t, p), or

3. (3t' < t)[state determined at t'}, and
for every occurrence term OCCURS(t”,act) € A4,
if (t' < t” <t and CAUSES(precondition,act,state)
or CAUSES(precondition,act,not(state))),

then precondition is determined at t”.

All actions are determined at all times.

Definition: An occurrence kernel, (4, B), is total for TI if VOCCURS(t,act) € A4, total

1. if either CAUSES(precondition,act,state) or CAUSES(precondition,act,not(state)),
then state is determined at t + 1, and

2. if a A D OCCURS(t,act) € T and OCCURS(t,act) € A, then 8 is deter-

mined.

Total occurrence kernels determine the results of all actions; in this sense, they
correspond to sets of models, or limited world views. We will assume all occurrence
kernels below to be total. We take OC(TT) to be the set of occurrence kernels (4, B) OC(TI)
that are both acceptable and total for TI.



76 CHAPTER 4. TEMPORAL REASONING

We now define the syntactic equivalent of motivation, the second oraer predicate

MOT MOT(A, B, TI, ¢), recursively in terms of the first-order consequences of (A, B) 1;.
Definition: MOT(A, B, TI,p) if

1. TID g, 0or

2. there exists in TT a causal rule of the form a A 8 — ¢; MOT(A, B, TI, a);
and (A, B)p, F 8.

MOT induces a preorder on occurrence kernels. If (4, B) and (4’, B') are occurrence
kernels in OC(TI), we say that (A, B) is preferred to (A, B') ((4, B) < (4’, B')) if for
every action ¢, if (A, B)y; F ¢ and (A', B')y; i/ ¢, then MOT(A, B, T1,¢). As with
models, we call minimal elements under this ordering preferred, and call the set of

Upc*(rr) these preferred occurrence kernels OC*(TI). We define Ugc+ 1) and Npe#(1y) to be

Noc*(rr) the union and intersection of statements in preferred occurrence kernels, respectively.

Complex Expressions, Again Like the model theory, the proof theory handles
conjunctions in CD automatically: TT | ¢;,s0 MOT(A, B, TI,¢;), 1 < i < n. To define

semi-motivation, for disjunctions, we add condition 1’ to the definition of motivated:
1’. CD contains a disjunction of occurrence terms,

OCCURS(t, act) V OCCURS(t', act’) v - - - v OCCURS(t", act™)
or...
Soundness and Completeness Below, we show that this definition of motivation

is both sound and complete with respect to the semantic notion of motivation. First

we define a particular mapping from models to occurrence kernels.
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Definition: OC s, 71, the occurrence kernel of model M for theory instantiation T7,

is the occurrence kernel (A, B) given by

A = {OCCURS(t, act) | M = OCCURS(t, act)}
B = {HOLDS(t, state) |
either for some act, OCCURS(t —1,act)€ A
and CAUSES(precondition, act, state)
or CAUSES(precondition, act, not(state)),
or for some act,act’, ¢,
OCCURS(t,act), OCCURS(t + 1, act’) € A,
and OCCURS(t,act) A (~)HOLDS(t, state) A
D OCCURS(t +1,act’) € T}

That is, the occurrence kernel for a model agrees with that model on all actions—
since every action is either in A or A—and on enough state to make the occurrence
kernel total for TI. Since the occurrence kernel agrees with the model on all of the
appropriate atomic formulae, motivation in a model is equivalent to motivation in the
occurrence kernel.

In the other direction, we do not need to define a particular model for an occurrence
kernel; any model which entails (4, B) 1 is sufficient. This mapping from occurrence

kernels to models is also motivation-preserving.

Given these correspondences, it is easy to see that Upex(r) and Upq=( Ty support
the same conclusions:

Theorem 4.6 (Soundness and Completeness) Let TI be a theory instantiation,
with M™ the set of preferred models for TI, and OC* the set of preferred occurrence
kernels for TI. Then ¢ € Upq*(1r) 4ff ¥ € Uoc*(Tr)-

From this it follows that, for actions and determined states, Npe*(r) and Nagx(Tr)
are in agreement:

Corollary 4.6.1 Let TI, M*(TI), and OC*(TI) be as above. Then if ¢ is a (positive
or negative) occurrence term, or if there is a causal rule of the form aABDyp in T,

then ¢ € Naqr) i ¥ € Noc(T1)-

All proofs are given in appendix A.
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4.4.5 Towards a Theory of Z:planation

A theory of temporal reasoning that can handle both forward and backward projection
properly is clearly a prerequisite for any theory of explanation. Now that we have
developed such a theory, we present a theory of explanation.

Intuitively, the need to explain something arises when we are initially given some
partial chronicle description accompanied by some theory, we make some projections,
and then we subsequently discover these projections to be false. When we find out
the true st(;ry, we feel a need to explain “what went wrong”—that is, why the original
projections did not in fact hold true.

Formally, we can describe the situation as follows: Consider a theory instantiation
TI, = T U CD1, with N y(T1,) equal to the set of facts projected by TI;. Consider
now a second theory instantiation TI, = T U CD,, where CD; O CD;. That is, TI,
is TI; with a more fleshed out description of the chronicle. We say that there is a a
need for ezplanation of TI, relative to TI; if there exists some fact K € CD;, such that
TI; does not project x, i.e. if (3k € CD2)[k 3 Nyx(t1y)]- For any such «, we say that
K must be ezxplained relative to TI; and TI,.

The need for explanation may be more or less pressing depending upon the partic-
ular situation. There are two cases to be distinguished:

Case 1 :

K is not projected by TIy, i.e. kK 3 Nyx(Tr). However x is consistent with T1,, i.e.
K € Up(Ty)- Thatis, x is true in some of the preferred models of T4, it just is not true
in all of the preferred models. For example, consider TI; = TUCD;, where 7T is the the-
ory described by (4.23) and (4.24), and CD; = {HOLDS(1,loaded), HOLDSV(2, -loaded)},
and TI, = TU CD,, where CDy = CD; U {OCCURS(1, unload)}.

The set of preferred models for TI; contains models in which the gun becomes
unloaded via an unload action, and models in which the gun becomes unloaded via a
shoot action. Neither action is in the intersection of the preferred models, so neither
action is projected by TI;. TI; will only project that one of the actions must have
occurred; i.e. the disjunct OCCURS(1, shoot) v OCCURS(1, unload).

The extra information in CD, does not contradict anything we know; it simply
gives us a way of pruning the set of preferred models. Intuitively, an explanation in

such a case should thus characterize the models that are pruned.
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Case II :

K is not projected by TI;. In fact, x is not even consistent with TI;,ie. x3 U M*(TL)"
In this case, it is in fact the case that ~x € Nyx(Ty), 3-€., T1; projects -.

Such a situation is in fact what we have in the Yale shooting problen, if we find
out, after predicting not(alive), that HOLDS(6, alive). This is the sort of situation that
demonstrates the nonmonotonicity of our logic, for TI; projects HOLDS(6, ~alive),
while TI; O TI, projects HOLDS(6,alive). Here the need for explanation is crucial; we
must be able to explain why our early projection went awry. _

Intuitively, an informal explanation of what went wrong in this case must contain
the facts that an unload occurred and that the gun was thus unloaded at time 5. That
is, an adequate explanation is an account of the facts leading up to the discrepancy in
the chronicle description.

We formalize these intuitions as follows: Given TI,, TI;, and a set of facts Q
which are unprojected by TI,, we define an adequate explanation for the set of facts
Q relative to TI, and TI, as the set difference between the projections of TI; and the
projections of TIp:

Definition: Let Q= {«x |k € CD3 A&k 3 Qux(p)}

An adequate explanation for Q is given by N M 1) ~ OM*(115)

As an example, let TI) = T U CD; be the description of the Yale shooting scenario
with CD (4.14); let TI; = T U CD,, where CD; = CD, U {HOLDS(6, alive)}. The
explanation of HOLDS(6,alive) relative to TI, and TI; would include the facts that an
unload occurred either at time 2 or time 3 or time 4, and that the gun was unloaded
at time 5—precisely the account which we demand of an explanation.

Note that, due to our preference criterion, explanations in this theory are minimal
in the number of unmotivated actions that they posit. The theory thus lends itself to
the goal of finding the simplest possible explanation for an unexpected outcome.
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Chapter 5

Counterfactual Reasoning

What if people could fly? Or if the next six months were declared a national holiday?
Or if a tornado struck New York City? Each of these statements asks us to speculate
about a reality in which something that is not actually true, were true. This kind of

“thought experiment” is counterfactual reasoning.

Counterfactual reasoning is central to many types of commonsense reasoning. We
reason about things that are not actually true when planning: What if the best path
is blocked? What if I turn this knob? We use counterfactual hypotheses in plan
recognition and diagnosis: If they tried to cross here... If he had the measles... And
counterfactuals play an important role in speculation, from brain-storming to scientific

hypotheses to assumption for the sake of argument and proof-by-contradiction.

But the analysis of counterfactuals is far from straightforward. Certainly, counter-
factuals admit ambiguity: “If Julius Caesar were alive,...” would it be the first century
B. C. E,, or the twentieth, C. E.? Would he be in his forties, or in his two thousands?
Further, they are highly context sensitive: “If I looked in my pocket...” depends not
only on “L” and “my pocket,” but also on what happens to be there when I look.

We begin this chapter with a deeper look at the nature of counterfactuals, and
the ways in which their analysis is problematic. After a brief review of the problems,
we turn to the philosophy literature, where we find several accounts of the nature of
counterfactual reasoning. Two basic approaches emerge: the metalinguistic approach,
which views counterfactuals as conditionals with missing (implicit) premises, and the
possible worlds approach, in which counterfactuals are statements about worlds like, but

not precisely the same as, ours. In the latter analysis, counterfactual ambiguity defines

81



82 CHAPTER 5. COUNTERFACTUAL REASONING

a space of “possible worlds.” Similarity disambiguates counterfactuals by selecting the
relevant worlds.
We next examine various claims regarding the relationship between counterfactuals

and causation. If we strike a match, causing it to light, our intuition tells us that

If we had not struck the match, it would not have lit. (5.1)

We describe two diametrically opposed attempts to explicate this connection between
counterfactual and causal dependence: Lewis’s analysis of causation as a type of coun-
terfactual dependence, and Horwich’s and Shoham’s claims that causation is epistem-
ically prior to counterfactual dependence.

In section 5.3, we turn to a discussion of counterfactual reasoning in the artificial in-
telligence literature. These accounts follow the second of the philosophical approaches,
the possible worlds approach. These accounts yield logics and, in some cases, imple-
mentations; their primary contribution is in making concrete the notion of similarity.
We use our framework for ambiguity to examine the intuitions underlying their pre-
cise disambiguating principles. Unfortunately, this examination indicates that these
counterfactual logics are inadequate to the task of counterfactual reasoning.

This analysis of counterfactual ambiguity in our framework shows that similarity is
a far more complicated concept than previous artificial intelligence approaches would
indicate. Indeed, the three counterfactual logics that we describe have missed a point
fundamental to the philosophical analysis of counterfactuals: Similarity, the preference
that resolves counterfactual ambiguity, is highly context-dependent. A new approach
is needed.

In the final section of this chapter, we suggest that the answer lies in the nature
of laws. Reason maintenance systems, already well investigated in the artificial intel-
ligence community, provide the necessary mechanisms for counterfactual dependence.
We present a new system for counterfactual reasoning, based on a strong concept of
natural law and counterfactual dependence. This approach resolves the difficulties

confronting previous counterfactual logics.

5.1 Philosophical Background

Counterfactuals have been a subject of much debate in the philosophical literature.
Artificial intelligence work on counterfactuals has built on this philosophical foundation,



5.1. PHILOSOPHICAL BACKGROUND : 83

largely by making concrete one particular philosophical approach. In this section, we
review some of the philosophical development, setting the stage for a discussion of

counterfactual reasoning in artificial intelligence.

Counterfactual reasoning is “what if” reasoning. It involves statements of the form

If a were true, then b would be. (5.2)

For example, we might say of an unlit match

If this match had been struck, then it would have lit. (5.3)
Such statements are called counterfactual because their antecedents are actually false. counter-
That is, implicit in the counterfactual statement factual
If a were true, then b would be. (5.2)

is the fact that a is not actually true. Some accounts of counterfactuals treat the
special cases where a may be true, or where a is true; these conditionals are referred
to simply as subjunctive (in contrast to the more standard indicative conditionals,
which are usually regarded simply as material implication). In the present context
we shall largely ignore such cases, although much of the analysis here applies to these
conditionals as a special case.

Because the antecedent to a counterfactual is false, we cannot interpret counter-
factual statements as standard material implications: material implications with false
antecedents are simply valid, regardless of their consequents. So, since this match has

not been struck, (5.3) can be regarded as

If 1, then this match would have lit. ' (5.4)
which is trivially true. Similarly, the counterfactuals

If this match had been struck, then Fermat’s last theorem would be

true. (5.5)
If this match had been struck, then pigs might fly.

depend on false antecedents; so, regarded as material implications, they are true. Since
we wish to distinguish between statements like (5.3), which seem reasonable, and those
like (5.5), which are clearly nonsensical, we must find some other interpretation for the

if-then of counterfactual implication. This is the problem of counterfactual conditionals.
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5.1.1 The Problem of Counterfactual Conditionals

Modern treatments of the problem of counterfactual conditionals are generally dated
from Goodman [29]. He suggests that the proper interpretation for (5.2) is

a A State A Laws D b (5.6)

where State represents certain statements which hold in the actual situation, Laws
represents the “laws of nature,’; and D represents material implication. That is, (5.2)
means that a, coupled with certain facts about the world (State) and the existing rules
of how things work (Laws) implies—in the traditional sense—b. The idea is that actual
state, combined with the laws of nature, would force the counterfactual consequent to
hold, if only the counterfactual antecedent were true.

So, for example, (5.3) means

If this match had been struck, and
(State) it is dry, and
(Laws) dry matches, when struck, light;
then it would have lit

(5.7)

Here, the dryness of the match is part of State, while the fact that dry matches light,
when struck, is a member of Laws. The statement that the match is dry is true in the
actual state of affairs; its having been struck is not. Goodman’s claim is that the correct
interpretation of the counterfactual involves these implicit assumptions. Together with
the fact that the match is dry, and the law regarding striking dry matches, the striking
implies the lighting.

However, there is still the problem of counterfactual ambiguity. In  Goodman’s
analysis, the space of possibilities defined by counterfactual ambiguity is the set of
possible States. Consider (5.3). In this case, the possible States are “the match is dry”
and “it did not light.” Both of these hold in reality. Together, they are inconsistent
with the counterfactual antecedent, “If this match had been struck....” But how do we

know that the state implicit in (5.3) is its dryness, rather than its failure to light? The
second of these validates the counterfactual

If this match had been struck, then it would not have been dry. (5.8)

since the same Laws presumably apply.
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Goodman concludes that the issue here is one of cotenability: facts included in State
must have the property that “it is not the case that [State] would not be true if [a]
were.” (29, p. 15]. That is, a’s being made true would not affect the truth-value (in
particular, the truth) of State. This solves the match problem, since if this match had
been struck, it would have lit—eliminating its non-lighting from State—while even if
it had been struck, it would have remained dry.

In other words, Goodman’s ambiguity resolving preference is counterfactual inde-

pendence. In order to solve (5.2), we need to solve

Even if a were true, State would be. (5.9)

Since this depends on resolving counterfactual ambiguity, he concludes that this analy-
sis is circular: the truth of the counterfactual (5.2) cannot be separated from the truth
of counterfactuals such as (5.9).

5.1.2 Possible Worlds Semantics

The approaches to counterfactual reasoning that we have described so far treat coun-
terfactuals as material implications with missing (implicit) premises. In order to un-
derstand a counterfactual statement, they claim that we must identify these additional
facts. Because these theories deal with linguistic entities—such as implicit premises—
they have been called metalinguistic.! Stalnaker [95] and Lewis [48] propose a somewhat
different approach. We will limit our discussion to Lewis’s theory, which is the more
extensive; Stalnaker’s proposal can be reduced to a special case of Lewis’s.

Rather than focus on what truths we must add—as implicit premises—to the coun-
terfactual, Lewis asserts, in essence, that the complete state of the world is an implicit
premise. In essence, and not entirely, because the counterfactual antecedent is incon-

sistent with the actual world-state; therefore, it is only the portion of the world that is

!Lewis, who introduces this term, clarifies:

[M]etalinguistic theorists are so-called because they hold that linguistic entities—
arguments and their premises—enter prominently into the truth conditions or asserta-
bility conditions of counterfactuals. That is not to say that counterfactuals are about
linguistic entities, A metalinguistic theorist may well insist that a counterfactual is about
whatever its antecedent and consequent are about. Indeed, a metalinguistic theorist...who
regards a counterfactual as an elliptical argument with its antecedent as one premise and
its consequent as conclusion, could scarcely say anything else.

[48, p. 86]

meta-
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consistent witk. *he counterfactual antecedent that Lewis takes as an implicit premise.
Lewis’s approach, then, is to assess the counterfactual as a material implication, but
to assess it in a world as similar as possible to the actual world, but in which the
antecedent holds.

In more formal terms, Lewis develops a possible-world semantics for counterfactuals,
in which a counterfactual is valid if its consequent follows in the world(s) most similar
to the actual world, but in which its antecedent holds.? The space of possibilities is the
set of these possible worlds consistent with the counterfactual antecedent. Instead of
describing the piece of the actual world-state that must be added to the counterfactual

antecedent, Lewis’s possible worlds approach describes the portion that must be omitted

similarity in order to accommodate its truth. Similerity is an ambiguity-resolving preference

relation over these possible worlds.

Counterfactuals, then, have a natural interpretation in terms of a modal operator
over these possible worlds. Counterfactual ambiguity corresponds to the problem of

determining which “possible world” is more similar to the actual. For example, Lewis
would analyze (5.3) as saying

In the world(s) most like the actual world, but in which this match

(5.10)
has been struck, this match lit.

Since we are assuming that the match in question is actually dry, worlds in which it
is dry are more similar to the actual world than those in which it is wet; the wetness
of the match is an additional difference between those worlds and this one. Therefore,
according to Lewis’s analysis, the counterfactual holds.

Of course, we could examine instead the question of whether the match lights;
certainly, worlds in which the match does not light are more similar to the actual
world, than worlds in which it does. Lewis counters this suggestion with an argument
that worlds in which the match is struck, and dry, and lights, differ from this world

only by the counterfactual antecedent and its direct consequences; worlds in which the

2 Actually, Lewis presents several definitions, of which this statement is only a rough approximation.
In [52], Lewis presents an extensive argument that the correct interpretation should be that

If a were true, then ¢ would be. (5.2)

is valid iff some possible world in which a and ¢ both hold is more similar to the actual world than
any possible world in which a holds, but ¢ does not. Stalnaker argues that the most similar world in
which a holds is unique, and so Lewis’s arguments are unnecessary. In any case, the particulars of the
definition are not important in the present discussion; we shall, therefore, ignore them.
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match is struck, somehow wet, and therefore does not light, differ by the antecedent
and also by the mysterious circumstances that caused the match to become wet. Lewis
has recast Goodman’s problem of determining the relevant facts; now, our problem is
to determine that one world is more similar to the actual world than another.

Lewis does not give a single, unified account of similarity. Indeed, he insists that

...the governing similarity relation [is] both vague and context-dependent.
Different contexts...select different ranges of similarity relations, probably

without ever reaching full determinacy.

[51, p. 52]

However, he gives general criteria that help to pin down the nature of the similarity
relation. In general, he claims, we do not view as similar worlds which endorse violations

of law; neither are we inclined to accept worlds in which miracles occur.

5.1.3 Counterfactual Ambiguity and Laws

Although counterfactual reasoning is generally ambiguous, we can resolve certain types
of counterfactual ambiguity. Goodman argues that the preference we seek is circular.
Lewis claims that it is necessarily vague, albeit “in a well-understood way” (48, p. 91].
In some cases, our intuitions on counterfactual ambiguity are indeed unclear; in many
others, it seems that we are able to resolve the underlying ambiguities.

In some cases, counterfactual ambiguity seems genuinely unresolvable. Consider,
for example, the counterfactual pair

If Bizet and Verdi had been compatriots, then Bizet would have been

5.11
Italian. ( )
and
If Bizet and Verdi had been compatriots, then Verdi would have been (5.12)
French. '

These two counterfactuals seem equally acceptable. The common antecedent defines
a space of possible States, or possible worlds. This space includes, on the one hand,
interpretations in which Verdi’s life is much as we know it to be and Bizet’s history is

changed, and, on the other, possibilities in which Verdi’s history is altered and Bizet’s
life remains unchanged.



conver-
sational

score

nomo-

logical

88 CHAPTER 5. COUNTERFACTUAL REASONING

Nute [80] discusses these ambiguous counterfactual pairs in the couiext of conver-
sation. He claims that, when one of these counterfactuals arises in conversation, we
accommodate the disambiguation intended by the speaker. For example, if our conver-
sational partner asserts 5.11, we grant that, if Bizet and Verdi had been compatriots,
Bizet would not have been born in Paris. Accepting this counterfactual now fixes (a
part of ) the context of our conversation. Lewis [49] calls this the conversational score.

Once we have accepted a particular counterfactual, recording it in the conversational
score, it constrains the remainder of the conversation. For example, if we have accepted
(5.11), we cannot now accommodate (5.12). At the very least, to do so would strain the
limits of reasonable conversational convention. Further, the conversational score may
lead to contingent conclusions: if we accept (5.11), we might infer that Bizet commonly
ate pasta for dinner.

In contrast, other counterfactual ambiguities seem relatively easy to resolve. For

example, while it is possible to accommodate either

If this match had been struck, then it would have lit. (5.3)

or

If this match had been struck, then it would not have been dry. (5.8)

we prefer the first as the more plausible possibility. This preference is what Goodman
terms cotenability, and Lewis calls similarity.

Rescher claims that certain—mnomological-—counterfactuals are simply “counterfac-
tual specifications of covering laws” [88, p. 30]. In this case, the law provides a dis-

ambiguating preference. For example, there is—according to Rescher—a general law
which states

Dry matches, when struck, light. (5.13)

The match of 5.3, being dry, fits the law; therefore, the counterfactual 5.3 is merely an
instantiation of the general law.

According to Rescher, laws inherently disambiguate State. He claims that when we
accept (5.13), we also accept its preconditions: to wit, we accept dryness as a part of
(5.13). In general, provided that a law’s preconditions actually hold, we prefer that

both the law and its preconditions hold in interpreting the counterfactual antecedent,
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rather than that the consequent of the law is invalidated. In essence, the law itself is

the preference.

In the case of many temporal counterfactuals, such as (5.3), the law is a causal rule,
much like the ones we discussed in chapter 4. We will have more to say about temporal

counterfactuals below. There are also atemporal nomological counterfactuals, such as

If I were a bird, I could fly. (5.14)

Rescher would regard this as an instance of the “law” birds Aly. On his analysis, the
existence of flightless birds is not problematic, in much the same way as the potential
wetness of the match in (5.3).

In order for this approach to succeed, laws must have very particular properties. In

the first place, they must be distinguished from law-like facts, such as

Everything in my pocket is made of copper. (5.15)

For, if (5.15) were a law, then

If this dime were in my pocket, then it would be made of copper. (5.16)

would merely be an instance of it, and therefore true. Goodman, who introduces this
problem in [29], calls this problem the new riddle of induction. Although there is
clearly much to be said on this topic, it is beyond the scope of this thesis, and we shall
not address it here save very briefly in section 6.

In the second place, this approach requires that laws be more than material impli-
cations. Consider (5.13). We might be tempted to express this as

HOLDS(t, dry(match)) A OCCURS(t, struck(match))

5.17
D OCCURS(t + 1, lights(match))? (5.17)

But this is logically equivalent to

OCCURS(t, struck(match)) A =OCCURS(t + 1, lights(match))

(5.18)
D -HOLDS(t, dry(match))

If we allow (5.18) as a law, however, (5.3) is simply an instance of this law as well, and

Rescher’s solution admits (5.8)—if struck, the match would have been wet—as valid.

3The language used here for expressing temporal scenarios is described in section 4.1.1, above.
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So, in the same way tha;causa.‘. rules may contrapose as facts, but not as causes,
laws may contrapose to yield factual results, but must have directionality when it comes
to their law-specific properties. We will return to this matter in detail below.

We shall return to the nomological disambiguation of counterfactuals below. In

particular, we shall make use of the following points:

1. Laws are of fundamental importance in the interpretation of (some) counterfac-
tuals.

2. The precise form of a law is significant in its use; not all logically equivalent

statements are nomologically interchangeable.

5.2 Counterfactuals and Causation

Counterfactuals are inextricably tied to causation. Philosophers have argued over the
precise relationship between the notions of counterfactual and causal dependence, and
in particular over which is the primitive, and which the derived, relation. In this sec-
tion, we describe Lewis’s account of causation in terms of his possible-worlds theory of
counterfactual reasoning, discuss criticisms of Lewis’s analysis, and explore a competing

nomological account of counterfactuals and causation.

5.2.1 Lewis and the Primacy of Counterfactuals

Hume wrote

we may define a cause to be an object followed by another...where if the

first object had not been, the second never had existed.

[40, section VII]

Lewis [50] takes this to heart, defining causation in terms of counterfactual dependence.

That is, Lewis says “a causes b” is merely a special case of the counterfactual

If a were not the case, then b would not have been. (5.19)

where a, b, and therefore if a were the case, then b would also be. Thus, for example,
striking a match causes it to light, because the match was struck, it Lit (trivially
validating “if the match had been struck, it would have lit”), and if the match had not
been struck, it would not have lit.
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In chapter 4, we concluded that some notion of causation was necessary for tem-
poral reasoning. There, we treated this notion as primitive. Lewis’s account reduces
causation to counterfactual dependence, making the claim that similarity over possible
worlds underlies causal dependence.

Lewis is able to assert this reduction because he maintains that counterfactuals are
asymmetric with respect to time. According to Lewis, we prefer worlds in which the
past is similar, and the future diverges, rather than worlds in which a dissimilar past
leads to a similar future. He argues that this is a result of the overdetermination of the
past with regard to the future. That is, many facts about the future result from a single
event in the past, and changing the past requires that all of these future effects cease.
For example, if George Washington had not been born, much of this nation’s history
would have been altered. In contrast, Lewis maintains, changing the future does not
affect that which is already past: even had Washington not been born, history would
have been largely as we know it up to the mid-eighteenth century. According to Lewis,
it is the inherent temporal bias in counterfactuals that accounts for the temporal bias
we perceive in causation: we believe that for a to cause b, @ must occur earlier than b.

The discussion of counterfactuals in the artificial intelligence literature follows
Lewis’s analysis. In particular, researchers have attempted to exploit the claim that
causal reasoning is a special case of counterfactual reasoning, arguing that temporal rea-
soning problems—such as the frame problem—have natural analogs in counterfactual
reasoning. On these grounds, several authors have used possible-worlds approaches to

counterfactual reasoning to “solve” the frame problem. We shall examine these claims
in detail below.

5.2.2 Horwich’s Rebuttal

, Horwich [{39] argues that Lewis’s analysis of causation in terms of counterfactuals is
backwards. He claims that counterfactual dependence is does not exhibit the time-

asymmetry that Lewis asserts. Horwich argues that Lewis has simply been misled by
the fact that

If @ were true, then b would be. (5.2)

*Horwich puts forth several additional objections to Lewis’s theories; however, these objections are
largely on philosophical grounds. Because the current treatment is limited to artificial intelligence’s
use of these philosophical theories, we refer the reader to Horwich’s discussion for the details.
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usually implies that a is earlier than b. Horwich claims that

[P]ast-oriented counterfactuals are only rarely, and with considerable strain,

expressed in precisely that form. Instead, we tend to say

If p were true, then ¢ would have to have been true

or, more often,
p would be true, only if ¢ had been true

[39, p. 161]

Instead, Horwich presents a formal account of counterfactuals which depends on cau-
sation. He follows the metalinguistic, rather than the possible-worlds account: to Hor-
wich, counterfactuals represent material implications with missing (implicit) premises.
Goodman argued that this metalinguistic approach was circular: the counterfactual
ambiguity problem is the problem of identifying this implicit state, and the prefer-
ence that resolves this ambiguity depends, in Goodman’s analysis, on counterfactual
dependence itself.

Horwich solves this cotenability problem by arguing that the preference over State
depends on causal and explanatory independence, rather than on counterfactual in-
dependence. Horwich first develops a theory of causation based on laws: a causes b
means that a, together with the laws of nature, leads to b; and further, that b does
not occur before a; and finally that @ and b are directly connected, i.e., by a chain of
direct causes.

Next, he extends his theory to causal explanation. He maintains that certain prin-
ciples are simpler, or more basic; and that explanation represents reduction to these
principles. Central to his theory is the notion that the initial conditions of the universe
are the simplest, most basic explanation of the world’s situation. He notes that corre-
lated effects often have common causes, while causally independent events rarely have
common effects. Thus, temporal explanations tend to be in terms of earlier, and not
later, events.

Similarly, explanations relative to non-temporal phenomena tend to move from the
most basic principles of the domain, to more complex occurrences. Thus, we may
explain that lions are warm-blooded because they are mammals, or that current flows

through a wire because there is a potential difference along that wire.
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Once he has established this theory of causes, and of explanation, Horwich uses
it to build an ambiguity-resolving preference for his theory of counterfactuals. He
says that a counterfactually implies b if a, coupled with certain actually true State
and the laws of nature, materially implies . Where Goodman preferred States that
are counterfactually independent of a, Horwich prefers States that are causally and
explanatorily independent of a.

Returning to the match example, we are faced with two possibilities. In the first
case, we can interpret (5.3) as

If this match had been struck, and
(State) it is dry, and
(Laws) dry matches, when struck, light;
then it would have lit

(5.7)

Dryness is not causally connected to the actual non-striking of the match: dryness does
not cause the non-striking, nor does the non-striking cause the dryness.

In the second case, we interpret (5.3) as

If this match had been struck, and
(State) it did not light, and (5.20)
(Laws) dry matches, when struck, light;
then it would have been wet

Here, however, the non-lighting is a consequence of the non-striking. Thus, we can-
not assert non-lighting as a part of State, and we prefer (5.7) and its counterfactual
counterpart (5.3) to (5.20) and (5.8). »

Horwich’s assertion that causation is primitive, and that counterfactual dependence
should not be used to derive it, is an appealing one. We shall return to it below, in
section 5.4, where we shall use it to suggest a new computational account of counter-

factuals. In particular, we shall make use of the following points:

1. A causal rule, like a law, is not a material implication; although it can be asserted

for purposes of inference, causation is directional.®

®Note that “causation is directional” is not the same thing as “caunsation is temporally asymmetric.”
Although it is not of immediate relevance, Horwich’s central thesis actually concerns the potential

symmetry of temporal phenomena. We shall not make use of that part of Horwich’s account in the
current context.
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2. Causal connections are direct, or can be expressed in terms of a chain of direct

causal connections.

3. Direct causation is primitive; at its most basic, it cannot be derived from other

laws of nature.

5.2.3 Shoham’s Account

Shoham [93] is perhaps the only artificial intelligence researcher thus far to explicitly
take issue with Lewis’s approach to causation. We discussed some of the pragmatic
problems with Shoham’s theory of chronological ignorance in chapter 4. Here, we deal
with some of our more philosophical objections.

Shoham’s theory of causation relies on an epistemic logic. That is, Shoham intro-
duces the modal operator “Knows” (denoted 0O0) to address certain technical issues.
Unfortunately, the introduction of the epistemic operator is not without its problems.
Morgenstern {74, 75] discusses some significant difficulties encountered by modal logics
of knowledge; it seems clear that a modal representation imposes a heavy ontological
overhead, and one which seems unnecessary for a theory of temporal reasoning.

Shoham’s causal rules take the form

Vt, preconditions, act, qualifications, state.
OHOLDS(t, preconditions)
ADOCCURS(t, act) (5.21)
A-OHOLDS(t, qualifications)
D OHOLDS(t, state)®

In this case, preconditions and act cause state.

For example, the author’s naive understanding of the workings of a car might be

described as:

When I turn the key, (assuming that the car is ok) something happens

inside the motor; (assuming that the motor is ok) this causes the car to go.

® Alternatively, D OCCU RS(t, act). In fact, Shoham uses a richer temporal ontology than we have
described here, allowing for “happenings” other than states and events.
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We might express this, in Shoham’s logic, as ’
Vt.OOCCURS(t, stepOnGas) A ~O-HOLDS(t, carOk)
D O0CCURS(t + 1, motorMagic)
Vt.00CCURS(t, motorMagic) A ~O-HOLDS(t, motorOk)
D OHOLDS(t + 1, carStarts)

The -0 conditions represent the author’s assumptions; we will return to them in a mo-

(5.22)

ment. However, even without them, the interpretation of O as an epistemic operator is

problematic. In particular, it is unclear how we are to interpret DOCCURS(t, motorMagic).

The author knows that some motorMagic is taking place, without knowing its precise
nature; further, the rules seem to capture the spirit of the text example. However, the
author certainly has no pretensions to knowing what these goings-on inside her car’s
motor may be. Clearly, O cannot mean that she knows that the motorMagic occurs.’
So who is the agent whose “knowledge” is represented by O?

But even if we ignore Shoham’s claims regarding the epistemic nature of the modal,
certain problems arise. A more fundamental problem concerns the qualifications—
the =0 conditions. Shoham states that these -0 terms should simply be asserted
as false, whenever possible. He calls these assertions soundness conditions, and uses
them to ensure that the world is “normal.” For example, in his shooting scenario, he
uses a soundness condition to ensure that his bullets are not made of marshmallows.
However, the interaction between the modal operator and the soundness conditions

leads to anomalous situations. Consider the following scenario:

If I buy a lottery ticket, and I don’t know for sure that I won’t win, I will
be excited about the possibility.

We might express this as
Vt.OOCCURS(t, buyTicket) A ~-OHOLDS(t, not(willWin))

_ (5.23)
D OHOLDS(t + 1, excited)
Now, the soundness condition requires the assertion
~OHOLDS(t, not(willWin)) D HOLDS(t, willWin) (5.24)

i.e., if I don’t know that I won’t win, I should assume that I will.® This does not seem

" Actually, the author is somewhat less ignorant of the workings of an internal combustion engine
than she pretends; the pretense does make the example work nicely, though.

®Here, we have used Shoham’s epistemic interpretation; traditionalists might prefer the reading
“and it’s possible that I might win.”

*Traditionalists: If I might win, I should assume that I will.

soundness
condi-

tions
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as reasonable as 3ssuming that my bullets are not made of marshmallows.

Shoham claims that his epistemic framework sheds light on the nature of causation.
It seems, from these examples, that knowledge—or even the modal necessitation—may
not play as straightforward a role as Shoham might like. Further, the introduction of a
modal operator to enforce chronological reasoning may be a case of hunting mice with
an elephant gun: an awful lot of mechanism when a simple solution would do.®

However, while we do not adopt Shoham’s epistemic definitions, nor the precise
forms that he endorses, we do find much in his account appealing. While Lewis
claims that counterfactual dependence is prior to causation, Shoham disagrees. In-
stead, Shoham argues that causation can be independently defined. A causal rule is
one with temporal dimension, which cannot be inverted, and with preconditions of
“normality.” For example, Shoham’s expression of “dry matches, when struck, light”
includes as normality conditions the presence of oxygen, the absence of a vacuum,
etc. Further, the causal rules, as explicitly given, determine what does and what does
not constitute a legitimate cause. In Shoham’s view, these causal rules are prior to
counterfactual dependence.

In the next section, we shall discuss artificial intelligence’s attempts to co-opt
Lewis’s counterfactual approach to causation. In section 5.4, we shall return to Hor-

wich’s and Shoham’s analyses to suggest a nomological approach to counterfactual

reasoning in artificial intelligence.

5.3 Possible Worlds Logics

Lewis’s theory of counterfactuals has been extremely influential in artificial intelligence.
It provided the original motivation for Ginsberg’s account {24, 25]. In turn, Ginsberg’s
analysis has prompted the development of several counterfactual logics {27, 43, 104].

This section explores the ambiguity-resolving principles on which these are based, and

discusses some problems with their underlying model.

'°Shoham introduces the modal to solve the problem of simultaneously minimizing HOLDS(t,state)
and ~HOLDS(t, state) 4 HOLDS(t, not(state)); but there is no such problem with OCCURS(t,act). As
we have described in section 4.3.1, the “known” facts that Shoham minimizes are only the action
occurrences, not the states. To solve this problem, then, we can eliminate the modal operator and
minimise actions chronologically. Shoham also uses the modal operator to enforce the “normalness”
of the world, and to deal with uncertain information. However, his soundness conditions do not seem
viable in the general case. If we were to adopt his solution, a special predicate would be sufficient to

distinguish the qualifications. The single legitimate use of the modal operator seems to be as a formal
device for taking model intersections.
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The artificial intelligence accounts of counterfactuals strive to make concrete, if
not implementable, a counterfactual logic. Lewis’s possible-worlds account provides
an appealing framework, detailing the method by which counterfactual ambiguity may
be resolved. To flesh out this account, two concepts must be made specific: possible

worlds, and the specificity criterion

Possible Worlds Lewis’s account of counterfactuals takes the space of possible in-
terpretations to be possible worlds. Each of these worlds is simply a complete truth-
assignment to all possible atomic formulae. Since the infinite structures underlying
Lewis’s account are not practical for artificial intelligence applications, Ginsberg [25]
suggests that we take the space of possibilities to be sets of these worlds, or truth-

assignments to a particular set of atomic formulae. Thus, we might represent certain
facts about the world by

d tch
on(a, b) ry(matchs;)

-in{office, prof
white(tableg) in{office, professor)

—busy(professor) (5.25)
in(office, professor) O busy(professor)
Vx.dry(x) = —~wet(x)

A “world” satisfying these constraints would be

T 1
on(a, b) in(office, professor) (5.26)
white(tableg) busy(professor)
dry(matchss) wet(matchss)

The first six statements of (5.25) give the state of the actual world, while the final
two statements are constraints that we expect will hold. To ensure that such constraints
continue to hold in the possible worlds satisfying the counterfactual antecedent, these

logics introduce the concept of a protected formula; this is a formula that we expect
will not vary from one world to the next.

Similarity Ginsberg suggests a partial taxonomy of the ways in which two worlds
can be similar:

Intuitively, there seem to be (at least) three measures of the similarity,

or lack thereof, between possible descriptions of the world....These three’

protected
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measures...correspond loosely to the number of propositions whose truth
values change between two such descriptions, to the extent to which the
truth values change, and in some informal way to the importance of the

propositions whose truth value are modified.

(25, p. 42]

He suggests that the first kind of similarity might be satisfied by a setwise comparison
of the differences in truth-assignments. The logics that we discuss below adopt this
idea. The second kind of similarity, that of “degrees of truth,” suggests the use of a
multivalued logic. Ginsberg explores this idea in [26]; it has, however, remained largely
outside the scope of counterfactual logics.

To handle the third, Ginsberg offers the notion of a badworld, in which some im-
possible or undesirable state obtains. The logics that we describe below instead adopt
the idea of a protected formula, whose truth value should not differ in a permissible
possible world. Ginsberg suggests further that we may partially order formulae, so that
we prefer to change the truth-values of less important formulae. Unfortunately, none
of the logics below have adopted this idea. This is particularly disappointing in the
case of Ginsberg and Smith [27], which is a direct outgrowth of Ginsberg’s work.

5.3.1 Ginsberg and Smith’s “Possible Worlds Approach”

Ginsberg and Smith [27] describe a world-state as a set S of logical formulae. For
example, S might be (5.25). This differs from Ginsberg’s (24, 25] approach in that

some atomic formulae may not be assigned truth values; also, constraints such as
in(office, professor) O  busy(professor) (5.27)

may be included in S. Ginsberg and Smith define an additional set, P, of protected
formuale. In this case, P might be (5.27) and Vx.dry(x)=-wet(x).

According to Ginsberg and Smith, the nearest possible world is one which satisfies
the counterfactual antecedent and which includes those protected formulae that are
true in the actual world S. Further, the nearest possible world contains as much of the
original world as is consistent with these constraints. In essence, Ginsberg and Smith
prefer (as “nearer”) those possible worlds in which fewer “facts” are deleted.

Formally,
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Given a set S of logical formulae, a set P of protected sentences, and an
additional set of formulae C, a possible world for C in S is defined to be C
any subset T' C S U C such that:

1.Cccr

2. PNSCT

3. T is consistent

4. T is maximal subject to these constraints

[27, p.173]

For example, we might represent the counterfactual

If the professor were in his office, he would be busy. (5.28)

by taking C to be {in(office, professor)}. With P = (5.27), the possible world for C in
(5.25), is
on(a,b) dry(matchsp)
white(tableg ) in(office, professor)
in(office, professor) O busy(professor)

Vx.dry(x) = —wet(x)

(5.29)

We delete -in(office, professor), since it contradicts C. In addition, we must delete
—busy(professor), since together with the protected formula (5.27), it implies -in(office, professor).
If (5.27) were not protected, we might have —busy(professor) and delete (5.27), instead.
Ginsberg and Smith define a counterfactual antecedent as a transition function to
the “nearest possible world,” and that nearest world as the world which preserves as
much of the original world as possible, while remaining consistent with the counter-
factual antecedent. In essence, they co-opt Lewis’s notion of “nearest possible world,”
and provide a naive computational implementation in terms of minimal change to truth
values. We shall see below that a stronger notion of similarity among possible worlds
is needed. Indeed, no criterion based simply on preferring fewer truth-value modifi-
cations, without regard to the derivation of those changes, can provide an adequate

means of selecting the nearest possible worlds.
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5.3.2 Winslett’s “Possible Niodels Approach”

Ginsberg and Smith’s “possible worlds approach” prefers worlds which contain as much
as possible of the original world. Winslett [104] notes that this does not allow the ad-
dition of new facts that result from the incorporation of the counterfactual antecedent.
For example, while busy(professor) follows from the addition of {in(office, professor)}
to (5.25), it is not explicitly included in the resulting world (5.29). When multiple
changes are made sequentia.lly; this exclusion has anomalous results. We refer the
reader to Winslett’s paper for the details of the difficulties. Our objections to Ginsberg
and Smith’s logic are at a deeper level then Winslett’s, and apply equally to her logic.

Winslett maintains that these problems arise largely as a result of Ginsberg and
Smith’s reliance on syntactic (partial) possible worlds, rather than on semantic (com-
plete) models. Instead, Winslett proposes a preference criterion over models. She

defines the set of possible models resulting from a change as follows:

Let M be a model of S and let C be a set of formulas. Incorporate(C, M)
is the set of all models M’ such that

1. C and the protected formulas of S are true in M’.

2. No other model satisfying (1) differs from M on fewer atoms, where

“fewer” is defined by set inclusion.

[104, p. 90]!

The result of this “possible models approach” is a preference for possible worlds
in which the fewest changes have been made, whether these changes are additions or
deletions. In contrast, Ginsberg and Smith’s “possible worlds approach” prefers the
fewest deletions, and bars additions completely (except for the facts explicitly contained

in C).
Thus, the result of Incorporate(in(office, professor), (5.26)) (with (5.27) protected)

1] have taken the liberty of changing Winslett’s T to S, and her S to C, to maintain consistency
with Ginsberg and Smith’s notation, above.
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{on(a, b), in(office, professor), busy(professor)}

{on(a, b), busy(professor)}

{on(a, b), in(office, professor)} {in(office, professor), busy(professor)}

{on(a, b)} {in(office, professor)} {busy(professor)}

Figure 5.1: Part of Jackson’s world-lattice.

is
T 1

on(a, b) in(office, professor)
white(tableg) (5.30)
dry(matchss)
busy(professor)

wet(matchss)

which ezplicitly includes the fact that the professor is busy.

Although Winslett’s definition involves a different preference criterion, and therefore
leads to different conclusions from Ginsberg and Smith’s, we shall see that it suffers

from the same fundamental inadequacies.

5.3.3 Jackson’s Lattice Semantics

Jackson [43] notes further difficulties with both Ginsberg and Smith’s possible worlds
approach, and Winslett’s possible models approach. He presents a lattice-based ap-

proach to counterfactual reasoning, in which “nearest” is taken to mean “closest in
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the lattice of truth-a.ssignmeiits.” His solution chooses the possible world that involves
either the fewest additions, or the fewest deletions, but not both.

Jackson defines the lattice of truth assignments to atomic formulae by the natural
lattice on the power set of S, with a lattice point corresponding to the truth-assignment
that validates exactly those atomic formulae appearing in the point. For example, a
portion of the lattice for the language of the match example is displayed in figure 5.1.
The lattice point representing the actual situation (5.25) is surrounded by a single
box. This is the world in which on(a,b) is true, and both in(office, professor) and
busy(professor) are false.

Jackson’s precise definition is extremely difficult; we do not reproduce it here. It
suffices to understand that he draws preferences based on the purely lattice-based con-
straints: the preference of one possible world over another depends solely on their rela-
tive positions with respect to the initial world. In particular, he prefers as nearer possi-
ble worlds that are “mazimal subset[s] or minimal superset(s]” of the actual world(s) [43,
p. 1384]. This means that Jackson prefers worlds with minimal changes, provided that
the world changes either by additions, or by deletions, but not both.

For example, the single possible world resulting from the addition of {in(office, professor)}
to the world of (5.25) is the world corresponding to the double-boxed lattice point in
figure 5.1. This world is the same as Winslett’s preferred model, and corresponds to

the model of Ginsberg and Smith’s preferred possible world.
5.3.4 Problems with Possible Worlds

Consider the following scenario, due to Ginsberg and Smith:

The domain in question contains a table, a chest, a plant, a piece of fine
art and a bookcase (which itself contains a bird and a television). Ventila-
tion for the room is provided by a pair of ducts under the floor; if both of

these are blocked, the room becomes stuffy. Putting an object on the table

will obscure the picture.
(27, p. 173]
In this context, we might expect the following counterfactual to hold:

If T were to move the television onto the table, the picture would be

(5.31)
obscured.
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Indeed, in each of the three counterfactual logics that we have just presented, this
counterfactual is valid. To entertain this counterfactual, we add the statement that
the television is on the table to our world model. To avoid contradiction, we must first
remove any information that would allow us to rederive the fact that the television is
not on the table. In this case, we simply eliminate the statement that the television
is on the bookshelf. The resulting world is the expected one in each of the three
counterfactual logics. _

However, a slight variation in the problem description causes unexpected difficulties.
The original description assumes that the table’s location is fixed. We amend the
original problem description to say that “[p]utting an object on the table obscures the
picture” only if the table is at location X in front of the picture. Now, if we consider
the counterfactual (5.31), we add the statement that the television is on the table to
our world model. Again, we remove the television’s previous location on the bookshelf.
In this case, there is also a second proof that the television is not on the table: if it
were, the picture would be obscured. Unless we block this proof, the new location of
the television will make our “world” inconsistent.

To solve this, we might remove the statement that the picture is not obscured.
The result is the intuitive situation: the television is on the table, and the picture is
obscured. On the other hand, we might just as easily remove the statement that the
table is at location X: the television would be on the table, the picture would still not
be obscured, but the table would mysteriously have moved. As we shall see, none of the
counterfactual logics that we have discussed can distinguish between these two possible

worlds. In consequence, none of these logics supports the counterfactual statements

If the television were on the table, the picture would be obscured.

Even if the television were on the table, the table would still be at  (5.32)
location X.

The Situation Ginsberg and Smith give a formal description of the living room

scenario {27]. Their original axiomatization includes the domain constraints:

on(x,y)Ay#2z D =on(x,z) (5.33)
on(x,y)Az#xAy#floor O =on(z,y) (5.34)
rounded(x) O -on(x,y) (5.35)
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duct(d) A Ix.on(x,d) D Liocked(d) (5.36)
3x.on(x,table) = obscured(picture) (5.37)
blocked(duct; ) A blocked(ducty) = stuffy(room) (5.38)

We replace Ginsberg and Smith’s (5.37) with (5.37'):
3x.on(x, table) A at-X(table) = obscured(picture)(5.37’)

That is, an object on the table obscures the picture only if the table is at the designated
location X.

The actual situation is given by

on(bird, top—shelf)

rounded(bird)
on(tv, bottom—shelf)

rounded(plant)

on(chest, floor)
on(plant, duct
n(p 2) duct(ducty)
on(bookcase, floor) (5.39)
duct(ducts)
blocked(duct;)

| in(bottom—shelf, bookcase)
—obscured(picture)

in(top-~shelf, book
—stuffy(room) in(top-~shelf, bookcase)

and the additional information that the table is currently in front of the picture:

at-X(table) (5.40)

We follow Ginsberg and Smith in taking P—the protected facts—to be the domain
constraints (5.33)—(5.38) (with (5.37) replaced by (5.37')) and the structural facts in the
right-hand column of (5.39). S, of course, is the complete axiomatization (5.33)—(5.40).

Ginsberg and Smith’s “Possible Worlds Approach” Inthe counterfactual (5.31),
C contains the single axiom '

on(tv, table) (5.41)
In Ginsberg and Smith’s analysis, there are two possible worlds for C in S:

W1 = S U C — {on(tv, bottom-shelf), ~obscured(picture)}
W2 = SU C - {on(tv, bottom~shelf), at-X(table)}
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(The statements on the right are the ones that we remove from the possible world.) In
Wi, the expected holds and the television on the table obscures the picture. In W,
however, moving the television to the tabletop has resulted in the table’s being moved
as well! This happens because the television on the table in front of the picture will
obscure the picture; to prevent this change, domain constraints require that the table
must have moved. The possible worlds approach cannot distinguish between these
worlds because each requires a minimal deletion of atomic formulae that hold in the

original world.

Winslett’s “Possible Models Approach” The initial model of S validates the
facts in the left-hand column of (5.39), as well as (5.41). Taking S as above, with C

and P remaining the same, two models result from incorporating C into S:

on(bird, top-shelf)
on(chest, fioor)
on(plant, ducts)
on(bookcase, floor)
blocked(ductj)
=stuffy(room)

on(tv, table)

and either

obscured(picture) —obscured(picture)
T
at—-X(table) ° —at-X(table)

These are precisely the models of Ginsberg and Smith’s W; and W,, above. In each

case, the changes—a single addition and a single deletion of atomic formulae—are

minimal.

Jackson’s Lattice Semantics To demonstrate this anomaly in Jackson’s frame-
work, we modify the axiomatization slightly. In addition to the domain constraints
(5.33)—(5.38)—with (5.37) replaced by (5.37')—we add

Vx.obscured(x) = -wisible(x) (5.42)
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{at-X(table), on(tv, table), visible(picture)}

{at-X(table), visible(picture)}
{at-X(table), on(tv, table)}

{on(tv, table), visible(picture)}

{at-X(table)} {on(tv, table)} {visible(picture)}

{1

Figure 5.2: A problematic world-lattice.

A portion of the revised world-lattice is depicted in figure 5.2. Again, the lattice point
corresponding to the initial situation (which now includes visible(picture)) is indicated
with a single box.

When we entertain the counterfactual antecedent (i.e., when we emend (5.33)-
(5.40), plus (5.42), by (5.41)), the resulting “possible worlds,” or satisfying lattice
points, are those surrounded by a double box. These correspond to Ginsberg and
Smith’s W, and W,, above. Further, the relative lattice positions of these two new
worlds, with respect to the original world, are indistinguishable. Since his preference is

based solely on lattice relations, Jackson has no means by which to prefer one of these
worlds over the other.

5.3.5 What Went Wrong?

We have seen that Lewis’s possible worlds analysis of counterfactuals prompted the
development of several counterfactual logics in artificial intelligence. Yet these logics
cannot solve even a relatively straightforward variation on one of their own exam-

ples. What went wrong with the possible worlds approach? There are several possible
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answers.

1. Not enough physics.
Although Ginsberg and Smith [27] suggest this “answer” in their original paper, it
is simply misguided. They present a similar situation involving blocking the ducts
and the room’s becoming stuffy. For example, “If I put the television on the duct,”
the room might become stuffy, or the force of air through the ducts might force the
magazine to fly off the other duct. In this case, they claim, the problem is one of
too little information. They argue that the problem would be solved by the addition
of information about the physics of ducts, so that the force of air in a duct might
(reasonably) move a piece of paper or a magazine, but not a television or a birdcage.
Ginsberg and Smith’s argument may be acceptable for ducts, where further infor-
mation would make it possible for newspapers and magazines to behave differently from
bookcases and birdcages. But under no usual circumstances does putting an object on
a table have the effect of making the table move. Here, there does not seem to be
information missing; or, at least, the information provided seems adequate to support
reasonable inferences, even if future discoveries may prove these inferences wrong. In
our scenario, Ginsberg and Smith’s argument would be spurious: rules describing un-
der what circumstances placing an object on the table causes the table to move are

precisely the solution that the authors claim to present.

2. Some changes are more equal than others.

This suggestion solves the problem at hand, although we shall see that additional
mechanism is needed to solve further problems. The difficulty here is that all three
logics regard the unprotected atomic formulae as equal. That is, they assume that
changing the truth value of any one formula is equally preferable to making the same
change in truth value to another. This assumption is inappropriate in the scenario
in question. Instead, some way of distinguishing “less important” formulae seems in
order.

The logics that we have discussed implement a naive approximation of this sugges-
tion through the notion of protection. Protected formulae are formulae that cannot be
deleted (or whose truth-values cannot be changed) to accommodate the counterfactual
antecedent. But in this scenario, it makes no sense to protect at-X(table); this would

prevent us from moving the table if we wanted to.

What we really want is something more like a way of protecting the location of
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the table relative to the picture’s being obscured. Ginsberg’s [25] original suggestion
of partial orders over change speaks to this idea. Using it, we could say that worlds
in which the picture is obscured are preferable to worlds in which the table’s location
changes.

This solves the moving-table problem of the previous section. Indeed, whenever an
a priori ordering over the atomic formulae of our world can be constructed, Ginsberg’s

suggestion of partial orders will suffice. However, not all counterfactuals allow such a

fixed ordering. For example,

If I looked in my pocket, I would find a penny. (5.43)

Without looking in my pocket, there is no way to determine whether the situation in
which I find a penny is preferable to the one in which I do not, or vice versa. And
yet, there is clearly a preference here: the counterfactual is either true—if there is a
penny in my pocket—or false—if there is not. This preference simply depends on the

contents of my pocket. The problem here is that

3. Similarity varies.

All three counterfactual logics, as well as Ginsberg’s solution, assume that “similarity”
is an a priori property of two (or three) worlds. Looking at the philosophical literature,
it is easy to see where this idea might have come from. The notion of similarity among
possible worlds does seem a priori, and Lewis’s analysis of causation appears to pin it
down, if not precisely, at least in a context-independent way.

Appearances, as they say, can be deceiving. Lewis himself says

Overall similarity consists of innumerable similarities and differences in in-
numerable respects of comparison, balanced against each other according to
the relative importances we attach to those respects of comparison. Insofar
as these relative importances differ from one person to another, or differ
from one occasion to another, or are indeterminate even for a single person

on a single occasion, so far is comparative similarity indeterminate.

[48, p. 91 (italics mine))

Counterfactuals such as (5.43) underscore this variability. Ginsberg’s suggestion
of a fixed partial order cannot capture the variable—but still determinate—ordering
of counterfactual consequences here. Still, this point is much overlooked even in the

philosophical community (see, e.g., Lewis’s discussion in the postscript to [51]). In the
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next section, we present a new approach to counterfactual reasoning which addresses

these concerns.

5.4 A New Approach to Counterfactuals

Lewis’s possible worlds account of counterfactual reasoning makes use of the notion of
“most similar possible world(s).” Artificial intelligence has interpreted this as the world
in which the most atomic formulae retain their truth values (for various definitions of
“most”). But, as we have seen, a static notion of “similarity” dependent only on setwise
differences to truth-assignments is inadequate to solve either the frame problem, or the
counterfactual validity probl’em.

We propose, instead, to adopt the metalinguistic approach to counterfactual reason-
ing. In our discussion of the philosophy literature, we pointed out that metalinguistic
approaches focus on the missing (implicit) premises of a counterfactual—the impor-
tant parts of the actual state—while possible worlds approaches identify those facts
(in the actual world) that do not hold in the nearby possible world. But the metalin-
guistic approaches also make clearer a point which is largely overlooked in considering
the possible worlds: namely, the implicit premises must be independent of the an-
tecedent’s truth or falsity. In the possible worlds account, this fact is hidden in the
context-dependence of the similarity relation, and in artificial intelligence’s counterfac-

tual logics, it is overlooked altogether.
Although the metalinguistic approach as presented by Goodman encounters the

problem of cotenability—a cycle in the definition of counterfactual dependence—Horwich’s

discussion of causation and counterfactuals provides us with a solution. We propose
to use Horwich’s approach, together with some portions of Rescher’s and Shoham’s
analyses, to construct a more clearly context-dependent account of counterfactual rea-

soning. This account will rely on the use of a reason maintenance system to provide
the primitive notion of law.

5.4.1 Reason Maintenance and the Frame Problem

A reason maintenance system is a bookkeeping mechanism for logical reasoning. As
« proposition is derived, the reason maintenance system records—along with the new
proposition—the sources of the derivation, on which the new proposition depends.

While a reason maintenance system is not itself a logic, various authors have examined

reason
masinte-
nance

system



TMS

justifi-
cations

labeling

well-
founded
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the connections between reason maiuienance systems and nonmonotonic logics {17, 60,
66, 79, 87]. Several reason maintenance systems appear in the literature (e.g. 14, 16,
60, 61, 69]). The system we shall use here is based on Morris’s rendering of Doyle’s
truth maintenance system (TMS) (16, 78, 16, 79].

Rather than inferences, reasoning in the TMS is based on justifications. A justifi-
cation takes the form

A = C (5.44)

3
This may be read as “A would justify C.” There are also nonmonotonic justifications,
of the form

AAOUT(B) — C (5.45)

Unmodified justifiers—like A—are called in-justifiers, and those modified by OUT—like
B—are out-justifiers.

A labeling of the TMS is an assignment of the values IN and OUT to atomic formulae;
the labeling is valid if for every justification either one of the in-justifiers is OUT, or one
of the out-justifiers is IN, or the conclusion is IN. If a justification’s in-justifiers are IN,
out-justifiers are QUT, and conclusion is IN, the justification justifies its conclusion. A
proposition is well-justified if it is the conclusion of justification that justifies it. Finally,

a labeling is well-founded if it is valid and every proposition labeled IN is well-justified.

The effect of all of this machinery is'tha.t only those propositions that can be
shown to hold, do. Morris {78, 79] makes use of this fact to demonstrate that the
TMS solves several problems of nonmonotonic reasoning. Of particular interest here
is his demonstration that the TMS does not suffer from Hanks and McDermott’s Yale
shooting problem (30, 31, 32]. Recall that the Yale shooting problem is the following:

A gun is loaded; time passes; the gun is fired. Given that firing a loaded gui kills the
intended victim, determine that the victim is dead.
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A TMS representation of the Yale shooting problem (using our notation from sec-
tion 4.1.1) might be

HOLDS(t,loaded) A OUT(OCCURS(t,unload)) — HOLDS(t + 1, loaded)
HOLDS(t, alive) A OUT(HOLDS(t,loaded)) — HOLDS(t + 1, alive)
HOLDS(t, alive) A OUT(OCCURS(t, shoot)) — HOLDS(t + 1, alive)

HOLDS(t,loaded) A OCCURS(t,shoot) — HOLDS(t + 1, not(alive)}5.46)
— HOLDS(1,loaded)
— HOLDS(1, alive)
— OCCURS(2, shoot)

Justifications with empty left-hand sides represent simple assertions.

A (partial) well-founded labeling for this scenario is

IN ouT
HOLDS(1, alive) OCCURS(1, unload)
HOLDS(1,loaded) OCCURS(1, shoot) (5.47)
HOLDS(2, alive) OCCURS(2, unload) '

HOLDS(2, loaded)
OCCURS(2, shoot)
HOLDS(3, not(alive))

This corresponds to the expected outcome of the Yale shooting problem. In contrast,
no labeling corresponding to the unexpected outcome—in which HOLDS(3,alive)—is
well-founded. Consider what would happen if HOLDS(3,alive) were IN. This means
that either HOLDS(2,loaded) or HOLDS(2,alive) must be OUT (since OCCURS(2,shoot)
must be [N). But HOLDS(2,loaded) is justified by HOLDS(1,loaded)—which is trivially
IN—and the fact that OCCURS(1,unload) is OUT. OCCURS(1,unload) can’t be IN in
any well-founded labeling, since it is not on the right-hand side of any justification. So
HOLDS(2,loaded) must be in in any well-founded labeling; similarly for HOLDS(2,alive).

As a consequence, even if we are given HOLDS(3,alive), the TMS will be unable
to construct a well-founded labeling from the existing justifications. If this happens,
according to Morris, the TMS will add a justification (for, e.g., OCCURS(1,unload)).
This solves the backwards projection problem of section 4.4.3.

Morris does not give a satisfactory analysis of the reasons underlying the success of

the TMS with respect to the frame problem. In light of our analyses of temporal
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and counterfactual reasoning, we are now in a position to do so. Morris’s use of
the TMS justifications fills the role of a causal rule: a non-contraposable primitive
statement regarding the causal connection between prior facts and actions and their
result. The same notions underly the definitions of causal rules in motivated action
theory (section 4.4, above), and in Shoham’s causal ontology [93].

Our analysis of the connections between causation and counterfactuals allows us to
extend these ideas. Rescher’s and Horwich’s disambiguating preferences for counterfac-
tual reasoning rely on a strong notion of law; TMS justifications provide precisely the
required notion. In the next section, we use the TMS to implement Horwich’s program
for counterfactual reasoning: first, define causation and explanation—in our case, in

terms of TMS justifications—and next, use these definitions to resolve counterfactual

ambiguity.

5.4.2 Reason Maintenance and Counterfactuals‘

Our world consists of three types of assertions. The first are inherently directional
laws. These include both causal rules—primitive temporal laws—and fundamental ex-
planations such as definitions. For example, in the living-room scenario of section 5.3.4,
constraint (5.37')—the picture is obscured iff there is an object on the table—defines
what it means for the picture to be obscured.!? We represent these directional laws as
directional TMS justifications:!3

(3x.on(x,table)) A at-X(table) — obscured(picture)

_ (5.48)
(Vx.-on(x,table)) — -—obscured(picture)
The contrapositives of these justifications,
obscured(picture) — (3x.on(x,table)) A at—X(table) (5.49)

—obscured(picture) — (Vx.—on(x, table))
make sense, but do not carry the same definitional force as the original forms. Because

we assert only the justifications in (5.48), and not those in (5.49), the TMS prefers the
appropriate direction of these laws. »

12 Actually, a better explanation might involve a definition of obscured in terms of lines of sight, and a
second rule involving the object on the table and its interference with those lines of sight. The rule we
have given here merely collapses this explanation, and our argument would apply in the richer situation
as well.

}3Those readers who are familiar with the niceties of such things may be alarmed to see a quantifier in
a TMS justification; it suffices to treat the world as closed—which is necessary for other reasons—and

existential and universal quantifiers as abbreviations for the resulting finite disjunction and conjunction,
respectively.
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Other laws, such as “you can’t put something on a rounded object,” do not seem
to have intrinsic direction. They are neither definitional, nor explanatory, nor causal.

In this case, we represent the law either as a justified statement

—  (—rounded(x)) V (-on(x,y)) (5.50)

or as two directional assertions

rounded(x) — -on(x,y) (5.51)
on(x,y) — -rounded(x) (5.52)

The theories resulting from the two forms are equivalent.
Finally, there are contingent facts. These include both state that may hold, and

law-like (but non-law) generalizations that may be drawn from these facts. In general,
if

A = C
(A would justify C), and A is IN, we say
C : A

that is, A justifies C (similarly for (5.45), A IN, B OUT, and C : {A,OUT(B)}). To

represent contingent fact, we introduce the special justification, T. For example,
on(bird,top-shelf) : T (5.53)

In general, a statement may have several justifications. When we revise our labeling
in accordance with a counterfactual hypothesis, we shall need to treat contingent facts
justified by T specially. '

We regard T largely as a placeholder; it denotes a fact, which holds in the actual
world, and which may be assumed to hold in any possible worlds; but this assumption
may be freely overridden. In some cases, a fact may be given both T, and another—
contingent—justification. For example, the fact that duct; is blocked is justified by T,
and also by the fact that the plant is on top of it. In this case, if the other justifications
should fail—if the plant were removed from ducty—the justification T would also be
removed. That is, any failure of the contingent justification(s) is sufficient to override
T, as well. If a proposition has multiple contingent justifications—as well as T—T
fails only if all of the other justifications become QUT.
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The Living-Room, Revisited The complete formalization of the living-room sce-

nario is

—  (—on(x,y)) V (y = z) V (non(x,z))
= (mon(x,y)) V (x=z) V (y = floor) V (-on(z,y))
— (-rounded(x)) V (-on(x,y))

duct(d) A 3(x).on(x,d) — blocked(d)
(3x.on(x, table)) A at-x(table) — obscured(picture) (5.54)
(¥x.mon(x,table)) — -obscured(picture)
blocked(duct; ) A blocked(ducty) — stuffy(room)
-blocked(duct;) — -stuffy(room)
-blocked(ducty) — -stuffy(room)
The initial conditions of the scenario are
on(bird, top-shelf) : T rounded(bird) : T
on(tv, bottom-shelf) T rounded(plant) : T
on(chest, floor) T
on(plant, ducty) T duct(duct;) : T
on(bookcase, floor) T duct(ducty) : T
in(bottom~shelf, bookcase) : T (5.55)

in(top—shelf, bookcase) : T

blocked(ducty) : T;{on(plant,ducty)}
-obscured(picture) : T;{Vx.OUT(on(x,table))}
-stuffy(room) : T; {OUT(blocked(duct;))}
at-X(table) : T

Note that certain facts have two justifications: T, asserting that they are part of the
actual world, and a contingent justification describing further facts, which also hold,
and from which the facts in question can be derived. For example, ducty is blocked
because the plant is on top of it.

When we consider a counterfactual antecedent—on(tv,table), for example—we re-
compute the justifications for each proposition. In particular, any proposition whose

justification depends on the OUT-ness of the counterfactual antecedent, or the IN-ness of
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its negation, ceases to be well-justified. For example, the justification {V¥x.—~on(x, table)}
becomes OUT when on(tv,table) is made IN. This is where our special treatment of T

comes in: the failure of the contingent justification is sufficient reason to revoke the
justification T as well.

The result, in this scenario, is

on(tv,table) : T (5.56)
obscured(picture) : {on(tv,table)} (5.57)
at-X(table) : T (5.58)

The rest of the situation remains as in (5.55).

Non-Laws This framework deals properly with law-like, but non-law, assertions.
Consider (5.15)—everything in my pocket is made of copper. This is simply a contin-
gent fact, based on the state of the world that happens to hold at the moment. We
simply treat such a law as a contingent material implication, rather than as a justi-
fication. Thus, it may be used to derive propositions while it is justified—e.g., when
there are only pennies in my pocket; however, the addition of a contradictory propo-
sition, or conflict with a law—such as dime — silver, where inPocket(dime)—overrides
the justification of such non-laws.

Ginsberg [25, pp. 72-73] hints at something like our solution. However, he differs
with us on the treatment of T. Ginsberg suggests that we label each proposition with

its justification. For example, if we are told

man(Socrates) : T (5.59)

man(Socrates) D mortal(Socrates) : T4 (5.60)
(the T indicates that these are hypotheses), we can derive
mortal(Socrates) : {5.59,5.60} (5.61)

This statement contains a more complex justification, reflecting its derived nature.
Now if we entertain the counterfactual antecedent “If Socrates had not been a man...”

we remove both (5.59)—because it contradicts our counterfactual assumption—and

“In our framework, we might rather express this as a justification; however, we retain Ginsberg’s
original statement here.
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(5.61)—because = portion of its justification has been removed. In the resulting world,
we do not know whether Socrates is mortal.

In contrast, if we are explicitly told mortal(Socrates), our world contains
mortal(Socrates) : {5.59,5.60}; T . (5.62)

i.e., Socrates’s mortality is independently justified. Now, postulating Socrates’s inhu-
manity does not affect his mortality; it simply results in

-man(Socrates) : T (5.63)
man(Socrates) D mortal(Socrates) : T (5.64)
mortal(Socrates) : T (5.65)

So, even if Socrates were not a man, he would still be mortal.

This analysis hinges on whether the statement “Socrates is mortal” is to be con-
strued as fundamental—adding independent justification—or as redundant—restating
a derivable fact. With respect to the actual world, the effect is the same. The distinc-
tion becomes apparent only by examining counterfactual scenarios, or by analyzing the
extent to which a property such as mortality is intrinsic to Socrates. Here, we have
suggested the opposite approach to Ginsberg’s: if a statement can be derived from

laws, assume its independent assertion to be redundant; add a special justification

— foo (5.66)

whenever foo is intrinsic, i.e. whenever its contingent derivation is independent of its
inherent truth.

Context-Dependence and Contingent Conclusions Finally, we turn to the mat-

ter of context dependence. Consider the counterfactual

If I looked in my pocket, I would find a penny. (5.43)

The truth of this counterfactual depends on the contents of my pocket. But we may

not know whether there is, in fact, a penny in my pocket. The resulting scenario looks
like this:

inPocket(penny) A lookinPocket — find(penny) (5.67)
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Further,

looklnPocket : T (5.68)

Although we cannot derive find(penny), we can derive

inPocket(penny) — find(penny) : lookinPocket (5.69)

That is, find(penny) would be justified if inPocket(penny) were true. This corresponds
to Doyle’s CP-justification (CP stands for “conditional proof”) [16].

We can also use this type of justification to derive contingent conclusions. For
example, “if Bizet and Verdi were compatriots,” (¢f. (5.11) and (5.12)), we can derive

“Bizet ate pasta often” if it is not the case that “Bizet was born in Paris.”

5.5 Causal Rules

In general, counterfactual dependence is a thorny issue. Although laws help to identify
portions of this dependence, isolating the “simpler concepts” that underly explanation
is often a difficult problem. In the case of a blocked duct, it is simple to say that
“blocked” is the name that we give to the situation in which something is on the
duct. “On” is intuitively a simpler notion than “blocked,” and Horwich’'s theory of
explanation in terms of more basic primitives serves us well. But the world is not
always straightforward.

One special case of explanation stands out from the rest. These are causal explana-
tions: explanations in terms of causal dependence. Although we still have no definite
means by which to identify direct causation, the problem of determining “causally
prior” conditions seems simpler than that of explanation. The temporal aspect of cau-
sation helps us here: When we are looking for a cause, in general we need look no later
than the effect whose cause we seek.!® Further, in the case of direct causation, we need
not look very far in the past: any cause that leads to the effect in question must do so
by an unbroken temporal chain. Thus, if a cause precedes its effect by a substantial
interval, there must in general be some more direct intervening cause.

In the same way that direct causation is temporally local, it also has an element of
spatial locality. This aspect is somewhat more controversial; however, the counterex-

amples involve things like telephones or radio communication. While it is true that a

' Although it may be concievable that some causes follow their effects, there are certainly no uncon-
troversial examples of such a phenomonon.
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person on a telephone may cause a spatially remote event, it is also truc that there
is some continuous path from the cause to the effect—the telephone line, or the radio
waves, or,.... Although we do not usually speak in terms of these events, their existence
may help us to identify less local, derived, cause-and-effect. Because direct causation
is a severely limited notion, it appears that causal reasoning is an easier problem than

the general question of counterfactual reasoning.



Chapter 6

Summary and Directions

In this dissertation, we have investigated the general ambiguity problem and analyzed
three specific examples. We have treated ambiguity as consisting of two distinct compo-
nents: first, the space of alternative possibilities; and second, some resolution criterion
(or criteria) by which certain of these alternatives are seen as preferable. It is a central
claim of this thesis that we can identify such general principles, which aid in the resolu-
tion of ambiguities that arise in general-purpose nonmonotonic logics. This framework
clarifies the issues that underlie particular ambiguity problems. It unifies existing ap-
proaches by providing a common description language. And it suggests new solutions
by shifting the focus to underlying principles, rather than particular procedures. We
analyze three specific examples of ambiguity—in inheritance, temporal reasoning, and
counterfactual reasoning—in terms of this unified framework, and provide systems for

reasoning about these ambiguities based on the principles of specificity, causation, and

similarity of worlds.

This approach leads to the definition of a natural model-theoretic, path-based se-
mantics for inheritance hierarchies, with specificity filling the role of ambiguity-resolving
preference. It provides a much-needed unified theory of inheritance, allowing direct
comparison of the many existing inheritance theories. It also leads to solutions for
several previously unsolved inheritance problems, including skeptical inheritance and

the definition of a polynomial-time computable specificity criterion.

Modularizing ambiguity highlights the primacy of causation in reasoning about
actions over time. The approach indicates specific weaknesses in existing solutions to

such temporal reasoning problems as the Yale shooting problem, and leads to a theory
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of temporal reasoning—motivated action theory—which emphasizes the central role of
causation in determining preferences.

The analysis of counterfactuals in this framework points out a fundamental inad-
equacy in existing artificial intelligence approaches to similarity, the disambiguating
principle for counterfactual reasoning. We propose a new approach to counterfactual
ambiguity which focuses on the structure of arguments; reason maintenance strategies

provide a useful way of implementing the necessary preference criteria.

Future Directions

Inheritance The framework for inheritance that we presented in chapter 3 is limited
to upwards reasoning defeasible inheritance. Other flavors of inheritance have received
limited attention in the literature, and there is in principle no reason why the defini-
tions here cannot be extended or revised to treat strict is-a and is-not-a or downwards
inheritance.

Recently, Thomason and Touretzky have formalized the notions of roles and re-
lations in inheritance hierarchies [99]. This analysis integrates some of the power of
semantic network systems such as FRL [89] and KL-ONE [10] with the more for-
mal inheritance theories that we have discussed. It seems likely that Thomason and
Touretzky’s work will provide a sound base for the integration of such notions into our
framework.

The reason maintenance labeling scheme that we described in section 3.5 is interest-
ing from the standpoint of reason maintenance as well as for the inheritance community.
We believe that the tractability of certain problems—such as nontautology—for this
system makes it likely that our labeling will provide a generally tractable case of reason
maintenance. Further, it appears that careful bookkeeping should make it possible to
use this labeling for tractable incremental updating of an inheritance hierarchy. The

necessary algorithms and structures are under current investigation.

Temporal Reasoning The language that we used to describe temporal scenarios was
adequate to the points that we wished to make in chapter 4. However, most artificial
intelligence applications will require a more realistic temporal ontology. Once we adopt
such an ontology—say, for example, McDermott’s full temporal logic [68])—the notion

of causation that underlies motivated action theory will have to be revised. Although
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our central claim that causaticr is the underlying disambiguating principle of temporal
reasoning still holds, a more sophisticated formalization of causation will ultimately be
needed.

Morgenstern [76] has recently begun the task of extending motivated action theory
to provide the basis for an epistemic logic of action. Most logics of action are not
suitable for reasoning about other agent’s knowledge and actions, either because they
rely on complete enumeration of the actions taking place (Morgenstern calls this com-
pleteness), or because they insist that some action—such as wait—must take place at
every time point (Morgenstern calls this density). Because motivated action theory is
neither dense nor complete, it is possible to reason about periods during which some
unknown actions may take place. This is critical to such reasoning processes as plan-
ning and plan recognition. Morgenstern’s epistemic motivated action theory explores
these issues.

Amsterdam [5] suggests several improvements to motivated action theory. His dis-
ambiguating preference appears to better the notion of motivation, particularly when
performing backwards reasoning. Although motivated action theory correctly suggests
that “something must have happened” in these scenarios, Amsterdam’s supported ac-
tions treat the potential effects of the missing action in a more natural way.

When several legitimate possibilities exist, motivated action theory can only suggest
a disjunction of these possibilities. For example, if a gun might have been unloaded at
any time between its initial loading and its subsequent firing, motivated action theory
remains uncommitted as to when the unloading occurs. Further, if the gun might have
been unloaded either by a wary gun-control activist, or by a Martian who happened to
land nearby, motivated action theory can only assert that either of these scenarios is
possible. To solve this problem, motivated action theory would ultimately need to be

integrated with a theory of abductive inference.

Counterfactual Reasoning The solution to counterfactual reasoning that we present
is a procedural, and not strictly a logical, one. Although there are several results de-
scribing the action of Doyle’s TMS in terms of nonmonotonic logic (see, e.g., Doyle [17],
Ginsberg [26], or Morris [79]), further investigation of this matter may be called for.
Our analysis of counterfactuals rests on a strong notion of law. The problem of
identifying appropriate laws is Goodman’s new riddle of induction. The investigation

of techniques for discovering such laws is still very much an open field of research.
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Ta artificial intelligence, these questions are addressed within the machine learning
subcommunity (see, e.g., {103]). To date, no completely satisfactory solution exists,
and the problem of inductive inference remains. Perhaps it will prove a fruitful new

domain for the application of the framework of this thesis.

New Forms of Reasoning Perhaps the most exciting future direction for research
is the a.pplicatioﬁ of our framework to new ambiguity problems. We have suggested two
here: abductive reasoning, and inductive generalization of laws. But all of common-
sense reasoning is nonmonotonic, and nonmonotonic reasoning is inherently ambiguous.
There is no part of commonsense reasoning that cannot be addressed in our framework.
Its future applications will hopefully shed light on the issues underlying various forms

of nonmonotonic and commonsense reasoning.



Appendix A

Proofs of Theorems

Chapter 3

The proofs of inheritance theorems are given for the positive cases only (e.g., X5 [> a—z);
the proofs of the negative cases (e.g., XL [> a/4¢) are similar. Many of these proofs are

inductive. The following two definitions provide the basis for these inductive proofs.

Definition: A node z € Vr is a leaf of T if £ has no children in T, i.e., Gosp(y) =
Gregr(y) = 0.

Definition: The depth of a node z in a hierarchy T, §(z,T), is defined recursively:

1. fzisaleafof T, §(z,T) = 0.
2. Hzisnot aleaf of T, §(z,T) = 1 + max({6(w,T) | w € Gosp(z) UGregr(z)})

Theorem 3.1 Let T be an inheritance hierarchy, witha,z € Vp. Let XI; be a credulous

extension of T' with respect to a, and let XL be the propositional theory corresponding
to XL. The following are equivalent:

1. XL a—z (respectively , afoz).
2. T is positively a-reachable in XT (respectively , negatively a-reachable).
3. )?E F T (respectively , ~%).

4. ﬁ = T (respectively , ~Z).

123
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Proof:

1 & 2: By definition, a hierarchy XE b a—z iff z is positively a-reachable in XE by an
admissible path; but since a credulous extension is unambiguous, every path is

admissible.

2 <> 3: =>: Assume that z is positively a-reachable in XL, ie. (3s1---8,)a - s1---
sn + ¢ € Eyr. Then

@ A AGD%) A (3.D%) (A1)
1<i<n-1

is a sub-theory of Xa, since a theory validates any subtheory, XF F (4.1)
and its components So XF F a; XF F @> 5, therefore XF F 31; similarly

XE F 31,0383, s0 Xa F 33; etc. So XE FZ.
<: Assume z is not positively a-reachable in X, but )Ez‘ F £. Since ﬁ Fz,
)EE U {~%} F L. In particular, ﬁ U {~Z} F ~@; and by the deduction
theorem, )F: F ~% D ~ @. Since )ETJ is a conjunction of clauses of the
form 3D (and the singleton @), ﬁ F ~Z D ~@ means that either Z =@ or
there is some conjunct ~Z D 5 (or {; D F, where f; = ~3;) in )ET: such that
)EE F 8§ D~@. By a similar argument, we can show that either 3; = @ or
there is some 3; such that 3, D8, is in )?E and )?E F 8, D ~@, etc., so that
there must be a chain of conjuncts 251,81 D 32,...,5,—1 D 8n,3, D ~@ in
)ET;. But these are just @D fn,n Dtnoy,...,t2 D1,1; O Z, and since every
conjunct of )EE corresponds to an edge of Exr, this implies a sequence of

edges a - t; - - - t, - T—making z a-reachable in XL; contradiction.

3 & 4: This follows from the soundness and completeness of propositional logic: a

formula is derivable from a propositional theory iff every model of that theory
entails that formula.

The following lemma is used in the proof of several theorems, below. It says that any

unambiguous a-connected subhierarchy of I' can be extended to make it maximal—i.e.,

a credulous extension of I' with respect to a.

Lemma 3.2.1 Let T' be an inheritance hierarchy, and let {v; - z;} be an unambiguous

a-connected subhierarchy of I'. witha -8, ---s, -z € Er. Then there is an eztension
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(of T with respect to a) Xi,:- = Eztend({v; - (=)z:},T) containing {v; - ()z;} (i.e.
{v - (~)z:} € Exr) Further, if {v; - (~)z:} are all admissible in T with respect to a,
then there is a preferred extension of I' with respect to a containing {v; - z;}.

Proof: Construct XL = Eztend({v; - z;},T) as follows:

1. Let {v;- (—n):z:.'} € Exx;
2. For each node z, in topological order, add the edge v - (-)z € Er to Exr if

(a) v is positively a-reachable in Eztend({v; - z:},I') (as constructed so far),

(b) v-(~)z is admissible in T' with respect to a, and

(c) adding v - (~)z won’t make Eztend({v - 2;},I') (as constructed so far) am-
biguous.

By construction, XL = Eztend({v;-(~)z:},T) is a credulous extension of T with respect
to a: it is unambiguous and a-connected, and any edge that could be added without

contradicting one of these two properties has been.
Further, if every edge in {v; - (—)z;} is admissible in T' with respect to a, we claim

that XL = Eztend({v; - 2;},T) is a preferred credulous extension of ' with respect to
a.

Let YT # XTI be a credulous extension of I' with respect to a. Assume by way of
contradiction that YT < XL. Then there are some nodes s,t € Vxr such that

1. XTI and YT agree on all edges whose endpoints topologically precede ¢ in any
topological order,

2. s ()t is inadmissible in T' with respect to a,
3. Xpba-sy - sm-s- ()t (m>0), and
4. YiBa-s; - spm-s-(2)t
If s-(-)t is inadmissible in T' with respect to a, then either

1. s-(~)tisin {v; - (—)z;}. But then it must be admissible, since {v; - (-)z;} is

admissible in T; or

2. it was added during the construction. But then it is admissible in I' with respect

to a, by condition 2b.
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So XTI does not contain an inadmissible edge, and it is is therefore a preferred extension
of I' with respect to a.

The following lemma says that a non-redundant unsupported path is not in any

preferred credulous extension.

Lemma 3.2.2 Let I' be an inheritance hierarchy, and let a- sy - - - sp - (—)z € Er, with
none of a- sy - - - 8, redundant in I' with respect toa. IfT'fa-s1:-- s, (—)z, then no
preferred extension of T with respect to a—XL € Pref(T, a)—supports a-s1--- 8- (-)z.

Proof: The proof proceeds by induction on =:

Base Case: If n =0,I'>a-z: a-z is trivially admissible in T’ with respect to a, since it
contains no intermediate nodes to preempt it. Therefore, the theorem is trivially

true for n = 0.

Induction Hypothesis: Assume that whenever (b a- s - - - s, - 2, n < k, no preferred

extension of I with respect to a supports a-s;--: sy, - Z.

Induction Step: Let a-s1 - 8n -2 € Er, with none of a- 8y - - - s redundant in T with
respect toa;let T }pa-s;---s¢-z,and let a-s;1:::8,-2 € EXE- Ifanyofa-sy:--sg
is inadmissible in I' with respect to a, then I' [ a-s; - - - sk, and by the induction
hypothesis, X[ ¢ Pref(T',a). But if all of @ - 51 - - - s are admissible in T, then
some intermediate node a, 33, ..., Sx1 must be a preemptor of s - z. Call it s,.
Then there is an edge s; - -z € Er. Let YL = Eztend(X%|, U {s; - -z},T), where
XLz is

{si- (=)t | si- (=)t € Exr and ¢; precedes z in some topological sort of I'}

Then YT is a credulous extension of T with respect to a (by lemma 3.2.1, since

XLz U {s;- -z} is an unambiguous subhierarchy of I' with respect to a). Further,
YT < xI:

1. XL and YL agree on all edges whose endpoints topologically precede z in
any topological order,

2. 8+ = is inadmissible in I' with respect to a,

3. X£‘>a-31---sk-z, and

4. YiBa-s - -5z
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So XI.¢ Pref(T, a).

Theorem 3.2 Let I' be an inheritance hierarchy, with a,z € Vr, and let Pref(T, a)be
the set of preferred extensions of ' with respect to a. Then I' > a—z iff there is some
preferred eztension XL € Pref(T, a) such that XL |= Z (respectively , a4z and ~Z).
Proof:

=: This follows directly from lemma 3.2.1 and theorem 3.1, conditions 1 and 4.

4. Assume that '} a—z, i.e. that there is no admissible path from a to z in T.
We demonstrate that z is not positively a-reachable in any preferred credulous
extensjon XE of ' with respect to a; by By theorem 3.1, conditions 2 and 4, this

means that there is no preferred credulous extension of I' with respect to a for
which XT | 2.

1. Assume that there is no path from a to z in I'. Then there is no path from a

to z in any credulous extension of I' with respect to a (since every credulous

extension is a subhierarchy).

2. Assume that z is a-reachable in I', but not by an admissible path. Let
-8 S, T be an inadmissible path in I' with respect to a; i.e., either
some edge of a - s; - - - s, is redundant in I’ with respect to a, or some edge
of the path as a whole is inadmissible. Let XT be a credulous extension
of 'with respect toa, and leta-s; ---s, -2 € Eyr. Assume by way of
contradiction that XI € Pref(T',a). If no edge of a - s; - - - 5, is redundant,
then XL ¢ Pref(T,a), by lemma 3.2.2. So some edge must be redundant;
call it s; - s;4+1. Then there is a sequence of edges s; - q1 - - * gm * Si+1 € Er,
(m > 0), such that T'}4 a4g;, (1 < j < n). Now either
(3) si*q1* " gm " 8i+1 € Exr. Then by lemma 3.2.2, XL ¢ Pref(T,a); or
(b) 8i-q1-"Gm Si41 & Exr. Then g; must be negatively a-reachable in XL, for

some j—or we could add this path without making XE ambiguous, so it

is not maximal and therefore not a credulous extension. But I'}4 a/g;.

Here, we argue inductively that because g; is negatively a-reachable in
X%, XD ¢ Pref(T, a).
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Theorem 3.8 Let T be an inheritance hierarchy, with a,z € Vi, and let L be ie

specificity eztension of T with respect to a. Then the following are equivalent:
1. U b a—z (respectively , afrz).
2. z is positively a-reachable in TL (respectively , negatively a-reachable).

T T
3. There is an eztension Xo* of ZL with respect to a, such that xZe B> a—z (respec-
tively , afoz).

Proof:

1 2: =: If ST a—z, then z is positively a-reachable in =L by an admissible path,

so z is certainly positively a-reachable in 21:.

«<: Let ZL ¥ a—z. Then every non-redundant path a- sy - -+ s, v -2 € Egr
contains a preemptor of v-z. But if v-z € Egr, v is positively a-reachable
by a non-redundant path containing no preemptors of v -z (or v - z would
have been removed from EL); so v -z ¢ Egr. Since our choice of v was

arbitrary, the argument holds for any v; and z is not positively a-reachable
in Xat all.

2 & 3: =: If z is positively a-reachable in 21:, then there is some sequence of edges
T
Q-8 8,°T € E-Ex;. By Lemma 3.2.1, there is an extension of }31;, XE“,
Iy

such that XE“ contains a - s; - - - S - z; by Theorem 3.1, this means that

T

XZe Pa—z.

T

& XaE“ P> a—z means that thereis apatha-sy---sp,-z € Eng. But Eng = Egr,

soa-sy-:-sn-z € Eyr, and z is positively a-reachable in 21;.

Theorem 3.4 Let T' be an inheritance hierarchy, with a,z € Vr, and let TL be the
specificity eztension of T with respect to a. ThenT > a—z iff z is positively a-reachable
in LT (respectively , a4z and negatively a-reachable).

Proof: The proof proceeds by induction on é(z,T):

Base Cases: If z is a leaf of T, then either £ = a—and I'[> a—a and a is positively:

a-reachable in Eg—or ¢ # a—and I' p £—a, nor is z positively a-reachable ir
3T
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Induction Hypothesis: Assume that, for all nodes z € Vr with §(z,T) < n, ' a—z
iff z is positively a-reachable in EE.

Induction Step: Let y € Vr, §(y,T) = n.

=: Let I' P a—y. Then there is some non-redundant sequence of admissible edges
a-s1---8,'y € Er containing no preemptors of s, -y. In particular, a, 51, ...,
are positively a-reachable in T' by a sequence of non-redundant admissible
edges—T > a—a, s1,...,8,. Further, §(a,T) < §(s1,T) < ... < §(sn,T) <
6(y,T) = n, so by the induction hypothesis, a,s,...,s, are positively a-
reachable in $L. Then if we remove the preemptors of s, - y from II, the
path a- sy - - - s, - y will remain; it contains no redundant edges, so we do

not delete the edge s, - y from XL, and y is positively a-reachable in T%.

<: Let I' jp a—y. Then every non-redundant sequence of admissible edges a - s; -

t8n Y€ Er contains a preemptors of s, - v.

1. Assume that y is not positively a-reachable in I'. Then certainly, ¥ is
not positively a-reachable in XI.

2. Assume that y is positively a-reachable in I', but for every positive child
p of y, T4 a—p. Then by the induction hypothesis, since §(p,T') <
6(y,T) = n, p is not positively a-reachable in XT; so y is not positively
a-reachable in TL.

3. Assume that there is some node p € Gosp(y) such that I' [> a—p. Then
by the induction hypothesis, p is positively a-reachable in X —say, by
a-8 - Sy p, with all of these edges admissible and none of them,
except possibly s, - p redundant in I' with respect to a (there must be
some such admissible non-redundant path, or s, - p would have been
pruned from EE) Also, if s, - p is redundant in I with respect to a,
then p -y is pruned from IL, and p ¢ Cposzra‘ (v); either there is some
other p’ € Gosp(y) U (’panE (y)—without loss of generality , we consider
this p’ instead—or there is not, and we revert to one of the previous
cases.

We claim that one of a, s4,..., 8, is a preemptor of p-y in . Assume
by way of contradiction that none of a, sy,..., 8, € Gregr(y). Then y is

positively a-reachable in LI by a non-redundant (in T' with respect to
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a) sequence of admissible (in I' with respect to a) edges containing no
preemptors (in I') of the final edge. But then I' [> a—y; contradiction.
Soone of a, 81, ..., 8, is 2 preemptor of p-y in I'; and when the preemptors
of p- y are removed from X[, p is not positively a-reachable by a non-
redundant (in ZL with respect to a) path in [, so p-y is pruned. By

the same argument, every edge p; -y € Er is pruned from XL, and y is
not positively a-reachable in XT.

The next lemma says that if z is (positively or negatively) a-reachable, then [z}L=(~[Z]L).

Lemma 3.5.1 Let T' be an inheritance hierarchy, with a,z € Vr. Let L(T, a) be the
ATMS labeling of T' with respect to a, with [z]5, [Z)} € L(T,a). Then

1. [z]% = (~[2Z10) A ([Gosr(2)]E V [Greor(=)EE)

2. [71% = (~=10) A ([Gosr(2)]5 V [Greor(2)]10).

Proof:
[Gosr(2)1k | [Gear(2)IE | 2 | [=]T || (~[Z]R) A ([Gosr(2)]E V [Gregr(=)]T)
1 1 1 L 1
L 4 T 4 4
1 T 1 1 1
1 T T L 4
T 1 L T T
T 1 T T T
T T Ly T T
T T T L 4
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Similarly,
[Gosr(2))a | [Gegr(2)]i | 2 | [2)5 || (~I2)5) A (IGesr(2))G V [Gregr(2)IT)
1 1 1 1 R
1 L T 1 1l
1 T 1 T T
1 T T T T
T R R R L
T iR T 1 1l
T T 1 1 1
T T T T T

Theorem 3.5 Let T' be an inheritance hierarchy, with a,z € Vr. Then there are
mappings between the set of credulous eztensions of T' with respect to a, and the truth-
assignments to the labels of T' with respect to a, such that the truth-assignment assigns
[z]E = [T] iff the corresponding eztension supports a—z (respectively, [Z}5 and apz).
Proof:

Let T be the set of all possible truth-assignments to the variable corresponding to
the nodes of Vpr. If T € T is a truth-assignment to the variables corresponding to Vr,
and [z]T is a propositional formula over these variables, then 7([z]) is the truth-value
assigned to the formula [z]L under 7 in the traditional sense.

Let {XL} be the set of credulous extensions of I' with respect to a.
Define ¢ : T — {XL} as

Eory = {s-t€Er|T([s]5) = T([t]5) = [T]}
U{s -t € Er | T([s]%) = [T] and T([]5) = [T]}
V‘p(q—) = {t|s-(-)t€Erort-(~)ve Er}

We claim that ¢(7) is a credulous extension of I' with respect to a.
1. Certa;inly, ¢(T) is a subhierarchy of I'.
2. ¢(T) is unambiguous: by lemma 3.5.1, [t]5 A [Z)} is unsatisfiable:

[15 A [E]G

[tha A (VIHI2) A ([Goer(D)]E V [Gregr(1)]R))
([0S A (~MEERD) A ([Gosr (1))5 V [Gregr(1)]X)

Il
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= L A([Gosp(D)IE V [Gregr(2)IE)
= 1

So it is not the case that sy -t and s, - ~t are both in E 1y, for any s, 83, 1.

3. o(7) is maximal: Assume by way of contradiction that there is some edge
s+ ()t € Er — Eymy, and (Vy1), Eyry U {s- (=)t}) is unambiguous and a-
connected. Then either T([s]L) # [T], or T([1]X) (respectively , T(IZ]E))# [T]-

T([s]}) # T: Then s is not positively a-reachable in ¢(7), and adding s - (=)t
would not preserve a-connectedness.

T([t]Y) (respectively , T([T]L))# T: But T([t]L) is either [T] or [L]—T7 assigns
a truth-value to every variable corresponding to a node in Vp, and [t]5 is a

propositional formula over these variables. So T([t]5) = [L]. But

T([th) = (T([Goer(IL) A (~T ([Grear (DI0)))
V(T([Gosr()I2) A T ([Grear(1)10) A T (3))
T([Gosr(t)]2) A (~T ([Grear ()]2)) v T(3))
= [4]

In particular,

T([Gosr(t)]G) = [4]

This means that Vp € Gosp(t), T([p]5) = [L]. In particular, T([s]5) =
[L] # [T], and s is not positively a-reachable in ¢(7T), so adding s-t would not
preserve a-connectedness. By a similar argument, 7([Z]L) # [T] means that
T ([Gegr (L) = [L]; T([s]E) = [L] # [T]; s is not positively a-reachable in

©(7T); and adding s - -t would not preserve a-connectedness.

Then T([z]%) = [T] iff z is positively a-reachable in ¢(7), so by theorem 3.1,
T([=12) = [T)iff o(T) b> a—z.
Define ¢ : {X£} = T as

~ T, ifXE|>a.—->:z:
e = {L, if XE oz

Then (%(XE))([]L) = [T] iff X§ b a—z. The proof proceeds by induction on é(z,I'):
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Base Cases: If z is a leaf of i‘, then either

1. z = a. Then X b a—a. Also, [a]T = [T],s0 (%(XD))([=]3) = (#(XD)([T]) =
[T}, or

2. z # a. Then T'}6 z—a, and [a]§ = [L], so (¥(X))N[z]5) = (R(XD)([L]) =
(4] ’

Induction Hypothesis: Assume that, for all nodes z € Vr with §(z,T) < =, (¥(XE))([z]5) =
[T]iff XL b a—z.

Induction Step: Let y € Vxr, §(y, XL) = n. Then

FEOND) = (HXDN[Gosr(OID) A (~H(XD))([Grear (D12)))
V(XN [Gosr(t)]e) A ($(XD)[Gesr(t)]e) A (¥(X2))(B)

Since Yw € Gosp(z) UGzegp(zvv), §(w,T) < n, the induction hypothesis applies and
(XN ([wIE) = [T) iff XL b a—w. Now, either

1. XL'b a—y. Then y is positively a-reachable in XL, but not negatively a-
reachable: 3p € Gosp(y), XL P> a—p, but Vn € Gregr(y), XL 6 a—n. Then
3p € Gosr(y), (¥(XT))(IPIE) = [T), but Vn € Giegr(y), ($(XT))([n]2) = [L];
and ($(XQ)([v]E) = (T]

2. XLI4 a—y. Then y is not positively a-reachable in XL: either y is negatively
a-reachable, or y is not a-reachable at all. In either case, Vp € Gosr(y),

X b a—p, and so ($(X5))([PIE) = [L]. But then ($(XD))([¥]S) = [L] as
well.

Corollary 3.5.1 Let T' be an inheritance hierarchy, with a,z € Vr. Then [z]f is
satisfiable iff = is positively a-reachable in T'. (respectively , [Z]L and negatively a-
reachable).

Proof: If [z]} is satisfiable, then there is a truth-assignment 7 to the variables
corresponding to the nodes of I such that T([z]5) = [T]. ¢(7) is a credulous extension
of T with respect to a such that T([y]5) = [T) iff ¢(T) P> a—y; so ¢(T) > a—z. By

theorem 3.1, this means that z is positively a-reachable in ¢(7), and since ¢(7) is a
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subhierarchy of T', z is positively a-reachable in ' as well. Conversely, if z is positively
a-reachable in T', then by lemma 3.2.1, there is an extension XE of T' with respect to
a containing a positive path from a to z; by theorem 3.1, X | a—z; and '(,b(Xl;) isa

valuation of the variables corresponding to the nodes of ' that assigns [z]L = [T].

Corollary 8.5.2 Let T be an inheritance hierarchy, with a,z € Vr, and let It be
the specificily extension of I' with respect to a. Then [:B]EE is satisfiable iff T' > a—z
(respectively , [E]f“ and aAz )

Proof: By corollary 3.5.1, ﬂz]EE is satisfiable iff z is positively a-reachable in It. By

theorem 3.4,  is positively a-reachable in I} iff T |> a—z.

Corollary 3.5.3 Let T’ be an inheritance hierarchy, with a,z € Vr, and let EE be the
specificity eztension of T with respect to a. Then [z]} is valid (tautological) iff a—z
holds in every credulous eztension of T, and [::]f‘“ is valid iff a—z holds in every
preferred credulous eztension of T (respectively , [Z]L and negatively a-reachable).
Proof: If [z]L is valid, then every truth-assignment to the variables corresponding
to the nodes of T satisfies [z]}. In particular, if XL is a credulous extension of T
with respect to a, then ¥(X%) satisfies [z}i—#(XL)([z]E) = [T]. But by theorem 3.5,
(XE) assigns ¥(X5)([z]%) = [T] iff XL > a—z. Since the choice of XL was arbitrary,
this holds for every credulous extension of I' with respect to a, and every credulous
extension of I' with respect to a supports a—z.

Conversely, assume that {z][ is not valid. Then there is some truth-assignment
T that falsifies [z]5: 7([z]}) = [L]. Consider the credulous extension ¢(7); by

theorem 3.5, ¢(7) [ a—z. So there is some credulous extension of I' with respect to a

that does not support a—z.

Chapter 4

Lemma 4.1.1 Let M be a model for a theory instantiation TI, and let (A,B) =

OCm,11. Then (OCpm, 11 is acceptable and total for TI, and for every action o, M = ¢
iff (A, B) z; - varphi.
Proof:

(A, B) 7 is acceptable:
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M TI; M £ A, B; M = A (since any action a such that M = aisin A, and
MEaz>ME-a SoMETIUAUBUZA = (A,B)y,and TTUAUBUA
is consistent.

(A, B) 7 is definite:

This follows from the definitions of B and definite.

For every action ¢, (4, B)r; F ¢ iff M |= ¢:
This follows directly from the definition of A.

Lemma 4.1.2 Let M be a model for a theory instantiation TI, and let (A,B) =
OCm,11- If M = ¢ (or (A,B)p; - @), then MOT(A, B, T1,¢) iff ¢ is motivated in
M.

Proof:

For every action ¢, if (A, B)p; F ¢ and MOT(A, B, TI, ) then yp is motivated in M:

If MOT(A4, B, TI, ), then either TI D ¢, and so ¢ is in all models of TI, or there
is a causal rule of the form aAf Dy in T, MOT(A4, B, TI,a), and (A4, B); D B.
But then TIME(a) < TIME(y), so we can show recursively that a is motivated
in M; further, TID 8 = M | 8, since M E TI.

For every action ¢, if M = ¢ and p is motivated in M then MOT(A, B, TI, ¢):

If p is motivated in M, then either ¢ 1is in all models of TI, and so TI D ¢, or there
is a causal rule of the form aAfB D ¢ in T, a is motivated in M, and M | 8. But
then TIME(a) < TIME(p), so we can show recursively that MOT(A4, B, TI, a).
Further, M |= B means that if o € A, 8 € B and (A,B); Df; but M E o,
an action, means that ¢ € A.

Lemma 4.1.3 Let (A, B) be an occurrence kernel acceptable and total for a theory in-
stantiation TI. Then if M is a model for (A, B) r;, MOT(A, B, TI, ¢) iff ¢ is motivated
in M.

Proof:
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For every action g, if (4, L’_) r1 b ¢ and MOT(A, B, TI, ¢) then ¢ is motivated in M:

If MOT(A, B, TI, ), then either TI D ¢, and so ¢ is in all models of T7, or there
is a causal rule of the foorm aAB Dy in T, MOT(A, B, TI, a), and (A, B) ;D 8.
But then TIME(a) < TIME(yp), so we can show recursively that a is motivated
in M; further, TID 8 => M k 3, since M = TI.

For every action ¢, if M |= ¢ and ¢ is motivated in M then MOT(A4, B, TI, p):
If ¢ is motivated in M, then either ¢ is in all models of TI, and so TID ¢y,

or there is a causal rule of the form a A D¢ in T, a is motivated in M, and
M = B. But then a contains only occurrence terms, so (A, B) r; F a if M does,
and TIME(a) < TIME(y), so we can show recursively that MOT(A, B, TI, a).
Further, since (A, B) is total for TI, M =  means thatif ¢ € A, f € B and
(A, B) 77 D B; but ¢ an action and M |= ¢ means that ¢ € A.

Theorem 4.1 (Soundness and Completeness) Let TI be a theory instantiation,
with M* the set of preferred models for TI, and OC* the set of preferred occurrence
kernels for TI. Then ¢ € Up+1) iff ¥ € Voc*(1n)-

Proof:

Y € Upm=rry = ¥ € Uoc* (1)

Assume, for some ¢, that ¢ € Upq~(rr). Then there is some model M € M*(TI)
such that M |= ¢. Let (A4, B) = OC 4,11 be the occurrence kernel of that model.
We claim that (A4, B) € OC*(TI)—(A, B) is a preferred occurrence kernel—and
so ¢ € Uoc*(T1)- |

Assume that (A, B) is not preferred. Then there is some occurrence kernel
(A', B'Y py such that (A',B')y; < (A, B) g, but (A,B)g; 2 (A',B')z;. That is,
for every action w, if (4', B')p; F w and (A4, B) p; f w, then MOT(A4', B/, TI,w);
but for some action w’, (4, B)p; F W', (A, B gy f &', and -MOT(4, B, T1,u").
But MOT(A4, B, TI,w) iff w is motivated in M, and—given M’, some model
for (A', B') ;;—MOT(4’, B, TI,w) iff w is motivated in M’ (by Lemmas 4.1.2
and 4.1.3), and occurrence terms are derivable from occurence kernels iff they are
entailed by the corresponding models (by Lemma 4.1.1). Hence, M' < M, but
M £ M, and so M is not maximally preferred. Contradiction.



137

¥ € Uocx(rn) = ¢ € Unm(TI)-

Assume, for some g, that ¢ € Ugcx(rry- Then there is some occurrence kernel
(A, B) € OC*(TI) such that (A, B)p; F ¢. Let M be a model for (A, B) p;. We
claim that M € M*(TI)—M is 2 preferred model for TI—and so0 ¢ € Uq(11).

Assume that M is not preferred. Then there is some model M’ such that
M' < M, but M £ M'. That is, for every action w, if M' F w and M | w,
then w is motivated in M/'; but for some action w', M E o', M' }£ &', and
w' is not motivated in M. But w is motivated in M iff MOT(4, B, TI,w), and
if (A',B'Y = OCav, 11, w is motivated in M' iff MOT(A', B/, TI,w)(by Lem-
mas 4.1.2 and 4.1.3), and occurrence terms are derivable from occurence kernels
iff they are entailed by the corresponding models (by Lemma 4.1.1). Hence,
(A',B"Y X (A, B), but (4,B) £ (A, B'), and so (A, B) is not maximally pre-
ferred. Contradiction.

Corollary 4.1.1 Let TI, M*(TI), and OC*(TI) be as above. Then if ¢ is a (positive
or negative) occurrence term, or if there is a causal rule of the form aAB Dy in T,
then ¢ € Op+(1ry 4 @ € Nocx(1n)-

Proof: ¢ € Npc«(r) means that for every occurrence kernel (4, B) in OC*(TI),
(A4,B)7s F ¢. But then certainly not (4, B)r; F =¢. So ¢ & Upcx(rr), and hence
—p & Unr=(1)- Since models entail p or —p, for every p, =—p = ¢ € AOpr*(T1)- Similarly,
¢ € Npqe(r) means that every model M in M*(TI) entails , so ~p & Uprq+(7ry and
hence ¢ Uoc*(1r)- ¥ an occurrence term, or aAB D ¢in T, means that every occurrence

kernel in OC*(M, T1I) is definite for ¢, s0 ¢ & Upex(7y) implies ~~p = ¢ € Npcx(T1)-
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